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Abstract— We present a generative model and its associated
stochastic filtering algorithm for simultaneous tracking of 3D
position and orientation, non-rigid motion, object texture, and
background texture. The model defines a stochastic process that
belongs to the class of conditionally Gaussian processes [1]. This
allows partitioning the filtering problem into two components:
a linear component for texture that is solved using a bank of
Kalman filters with time-varying parameters, and a nonlinear
component for pose (rigid and non-rigid motion parameters)
whose solution depends on the states of the Kalman filters.
When applied to the 3D tracking problem, this results in an
inference algorithm from which existing optic flow-based tracking
algorithms and tracking algorithms based on texture templates
emerge as special cases. Flow-based tracking emerges when the
pose of the object is certain but its appearance is uncertain.
Template-based tracking emerges when the position of the object
is uncertain but its texture is relatively certain. In practice,
optimal inference under this model integrates optic flow-based
and template-based tracking, dynamically weighting their relative
importance as new images are presented.

I. I NTRODUCTION

A major roadblock to the development of practical applica-
tions of computer vision applied to the human face is being
able to handle situations in which the head rotates out of the
image plane. One approach to achieving pose independence
involves jointly tracking both the 3D rigid motion (e.g., the
position and orientation of a person’s head) and the non-rigid
deformation parameters (e.g., the person’s facial expression)
based on a sequence of 2D images. (In this paper, the term
poseencompasses both the rigid and non-rigid motion param-
eters.) Recent algorithms approach this problem by solving
optic flow equations subject to the constraint that the tracked
points belong to an object whose non-rigid deformations are
linear combinations of a set of basic shapes [2], [3], [4], [5],
[6], [7]. This requires solving a bilinear equation with the
constraint that a subset of the variables of interest defines a
rotation matrix.

While these algorithms are very promising, they require
precise initialization of the object being tracked and have a
tendency to drift out of alignment on long video sequences.
There are two reasons why this happens: (1) While flow-based
tracking methods make few assumptions about the texture of
the object being tracked, they require precise knowledge of
the initial pose of the object and tend to drift out of alignment
as errors accumulate. In contrast, template-based approaches
(e.g., [8], [9]) are more robust to position uncertainty, but

require good knowledge of the texture appearance of the object
and can have trouble when texture changes over time (e.g., due
to changes in lighting or facial expression). (2) The current
algorithms commit to a single solution for pose at each time
step, which depends on the solution for the previous time step.
When errors are made, they tend to build up over time, with
catastrophic results.

To address these issues we propose to simultaneously adapt
to both texture and motion over time. Previous work on infer-
ring both texture and motion, for example [10], has focused
on models with a layered two-dimensional topology, and with
discrete motion parameters. Instead we address the problem
for models with dense three-dimensional flexible geometry and
continuous motion parameters. Stochastic filtering provides a
principled framework to address the nonlinear mapping from
motion parameters to pixels. Due to the complexity of the
problem, however, it is computationally infeasible to naively
apply sampling methods such as particle filtering to this
problem. Nevertheless, as we show in this paper, the problem
has a special structure that can be exploited. In particular: (1)
the problem has a conditionally Gaussian structure, and (2) the
peak of the filtering distribution can be found very efficiently.

In this paper, we present a stochastic filtering formulation
of 3D tracking that promisingly addresses the the problems
of initialization and error recovery in a principled manner. We
propose a generative model for video sequences, which we call
G-flow, under which image formation becomes a conditionally
Gaussian stochastic process [1], [11], [12], [13] ; if the pose
of the object is known, the conditional distribution of the
texture given the pose is Gaussian. This allows partitioning the
filtering problem into two components: a linear component for
texture that is solved using a bank of Kalman filters with time-
varying parameters, and a nonlinear component for pose whose
solution depends on the states of the Kalman filters. When
applied to 3D tracking, this results in an inference algorithm
in which optic flow and template-matching emerge as special
cases. Optic flow-based tracking emerges when the pose of the
object is known but its texture is unknown. Template-based
tracking emerges when the pose of the object is unknown but
its texture is relatively certain. In general, optimal inference
under G-flow combines flow-based and template-based infor-
mation, dynamically weighting the relative importance of each
type of information as new images are presented.
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Fig. 1. a(Ut) determines which texel is responsible for rendering
each pixel on the image plane. Some of the pixels will be rendered
by object texels, and the rest will be rendered by background texels.

II. V IDEO GENERATION MODEL

Unless otherwise stated, capital letters represent random
variables, small letters represent specific values taken by
random variables, and Greek letters represent fixed model
parameters. When possible we use informal shorthand notation
and identify probability functions by their arguments. We also
drop commas between arguments in probability functions.
For example,p(xy) is shorthand for the joint probability (or
probability density) that the random variableX takes the
specific valuex and the random variableY takes the valuey.
We use subscripted colons to indicate sequences: for example,
X1:t = X1 · · ·Xt. The termIm stands for anm×m identity
matrix, E for expected value, andV ar for covariance matrix.
{0, 1}m ⊗ {0, 1}n refers to the set ofm× n matrices whose
cells can contain either0 or 1. Similarly, diag({0, 1}m) refers
to the set ofm×m diagonal matrices whose cells can contain
0 or 1. The following terms will be used throughout the paper:

• yt ∈ Rm – the image observed at timet. This is the
vectorized version of an image withm pixels.

• ut ∈ R2n – the pose of the object at timet. The vectorut

specifies the position on the image plane of then points
that belong to the object. The rest of the points on the
image plane belong to the background.

• vt ∈ Rn – the texture map of the object at timet.
• bt ∈ Rm – the texture map of the background at time

t. We refer to the elements of the vectorsvt and bt as
texels.

• av : R2n → {0, 1}m ⊗ {0, 1}n – specifies onto which
image pixel each object point (each object texel) projects.
The input to the functionav is the pose of the object, and
the output is anm×n matrix of 0s and 1s. A 1 at rowi,
columnj it means that thejth object point projects onto
pixel i of the image. The matrix has a total ofn 1s and
at most one 1 per row.

• ab : R2n → diag({0, 1}m) – specifies which back-
ground texels are not occluded by the object. The input
to function ab is the pose of the object, and the output
is an m × m diagonal matrix. A 1 at rowi, column i
means that background texeli projects onto pixeli of
the image. If an image pixel is rendered by the object,
then it is not rendered by the background, i.e., ifavij = 1
thenabii = 0.

The functionsav, ab encapsulate the projection model and
filtering effects of the imaging device. To simplify notation,
we combine these two functions into a single function,a,
which contains all of the information about which image pixels
are rendered by the object and which are rendered by the
background:

a(Ut) =
(
av(Ut), ab(Ut)

)
.

Example: Suppose we have a 3-pixel image plane,m = 3,
and a 2-point object,n = 2. At t = 1, the object has 3D pose
u1, in which the object projects onto the first two pixels in
the image. Att = 2, the object has poseu2, and projects onto
the last two pixels in the image. It follows that

av(u1) =

 1 0
0 1
0 0

 av(u2) =

 0 0
1 0
0 1


ab(u1) =

 0 0 0
0 0 0
0 0 1

 ab(u2) =

 1 0 0
0 0 0
0 0 0

 .

A. Model Specification

G-flow models a video sequence as a stochastic process
governed by a partially observable difference equation (see
Figures 1 and 2). There are three hidden processes: a back-
ground processB, an object motion processU , and an object
texture processV . They generate images as follows. The
object pose,Ut, determines onto which image pixels the object
and background project at timet; we formulate this using the
projection functiona(Ut). The object and background textures
Vt andBt then project to the imageYt via a(Ut) with additive
noise:

Yt = a(Ut)
(

Vt

Bt

)
+ Wt, for t = 1, · · · (1)

The system dynamics are as follows:

Ut ∼ p(ut | ut−1) for t = 2, · · ·
Vt = Vt−1 + Zv

t−1 for t = 2, · · ·
Bt = Bt−1 + Zb

t−1 for t = 2, · · ·

where p(ut | ut−1) is the pose transition distribution, and
Zv, Zb,W are sequences of zero-mean Gaussian processes
that are independent of each other and of the initial conditions.
Their respective covariance matrices areΨv,Ψb,Ψw. The form
of the pose distribution is left unspecified for the sake of
generality. Because the image generation process is nonlinear
as a function of pose, our methods must accommodate this
nonlinearity anyway, and hence we need not restrict the pose
dynamics to a Gaussian form.
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The model is specified by the following terms: (1) Initial
conditions, which consist of a distribution for the object posi-
tion U1, and Gaussian distributions of object and background
texture,V1 andB1, all of which are independent of each other.
In addition, we assume that the variance ofV1 is diagonal and
the variance ofB1 is a scalar times the identity matrix. (2)
The covariance matrices for the state transitions,ΨvandΨb.
(3) The pose transition distribution,p(ut | ut−1). (4) The
covariance matrix for the image rendering noise,Ψw, has the
form Ψw = σ2

w Im, whereσw is a scalar. The imaging model
(e.g., perspective projection) determines the functionsav and
ab.

B. Structure of the Inference Problem

Inference requires computing the posterior distribution of
pose and texture given an observed sequence of images. The
main difficulty in solving this problem centers around the pos-
terior for the poseUt. Since the object and background textures
are not a linear function of pixel position, the observed images
Yt will in general not be a linear function ofUt. Previous
approaches to the 2D version of this problem used extended
Kalman filters [14]. This limited the approach to unimodal
solutions, which are known to be risky for tracking problems.
In this paper, we propose an approach that handles multimodal
situations while taking advantage of the conditionally Gaussian
nature of the problem.

In G-flow, inference is accomplished using a distribution
of experts, each of which corresponds to a set of beliefs
about the entire history of the object’s pose up to the current
frame, U1:t. Although the effect of the object’s pose on the
observed images is nonlinear, the video generation process is
conditionally Gaussian: if the poseU1:t were known, then the
evolution of each expert’s object and background texture maps
Vt, Bt would be linear Gaussian processes with time-varying
parameters, determined byU1:t, and hence texture inference
for each expert could be accomplished using Kalman filtering
equations. This suggests the following scheme: Use approxi-
mate methods to obtain a distribution of pose experts (highly
probable samples ofU1:t), then use Kalman filtering equations
to determine the exact distribution of textureV1:t, B1:t for each
expert.

III. F ILTERING DISTRIBUTION

Our goal is to find an expression for the filtering distribution
p(utvtbt |y1:t). Using the law of total probability, we have the
following equation for the filtering distribution:

p(utvtbt | y1:t) =
∫

p(utvtbtu1:t−1 | y1:t)du1:t−1 (2)

=
∫

p(utvtbt | u1:t−1y1:t)p(u1:t−1 | y1:t)du1:t−1 . (3)

We can think of the integral in (3) as a sum over a distri-
bution of experts. We think of the first term in the integral,
p(utvtbt | u1:t−1y1:t), as theopinion about ut, vt, bt of an
expert who believes that from time1 through time t − 1,
the object’s pose was given byu1:t−1. The second term in

the integral,p(u1:t−1 | y1:t), can be seen as thecredibility of
that expert, a scalar which measures how well the expert’s
sequence of poses up to timet − 1 matches the entire
sequence of observed images up to timet. To facilitate the
presentation hereafter, we use the symbolso for opinion and
c for credibility, as follows:

o(utvtbt | u1:t−1) , p(utvtbt | u1:t−1y1:t) (4)

c(u1:t−1) , p(u1:t−1 | y1:t). (5)

Note that to avoid clutter, the dependence ony1:t is made
implicit in these definitions. Substituting these definitions
into (3), we see that the filtering distribution at timet is the
sum over all experts of the opinion of each expert weighted
by that expert’s credibility:

p(utvtbt | y1:t) =
∫

o(utvtbt | u1:t−1)c(u1:t−1)du1:t−1 (6)

A. The Opinion Equations

We can decompose the opinion of expertu1:t−1, into the
product of the expert’s opinion about poseUt times the
conditional distribution of textureVt, Bt given pose:

o(utvtbt | u1:t−1) = o(ut | u1:t−1)p(vtbt | u1:ty1:t) (7)

where o(ut | u1:t−1), the pose opinionof expert u1:t−1, is
defined as follows:

o(ut | u1:t−1) , p(ut | u1:t−1y1:t). (8)

Note that the pose opinion (8) is distinguished from the joint
opinion over pose and texture (4) by the arguments ofo.

1) Conditional Distribution of Texture Given Pose: If
the current pose,ut, is known in addition to the pose history
u1:t−1, then the texture distribution is Gaussian. SinceV1, B1

are Gaussian, it follows from our generative model that the
distribution of VtBt given u1:ty1:t is also Gaussian with a
mean and covariance that can be obtained using the time
dependent Kalman estimation equations (a.k.a. the correction
equations):

Pcs(VtBt | u1:ty1:t) =

Pcs(VtBt | u1:t−1y1:t−1) + a(ut)′Ψ−1
w a(ut) (9)

E(VtBt | u1:ty1:t) =
V ar(VtBt | u1:ty1:t)

[Pcs(VtBt | u1:t−1y1:t−1) E(VtBt | u1:t−1y1:t−1)

+a(ut)′Ψ−1
w yt

]
(10)

where Pcs stands for precision matrix, the inverse of the
covariance matrix. This requires the distribution ofVtBt

given u1:t−1y1:t−1, which can be obtained using the Kalman
prediction equations:

E(VtBt | u1:t−1y1:t−1) = E(Vt−1Bt−1 | u1:t−1y1:t−1)
V ar(VtBt | u1:t−1y1:t−1) =

V ar(Vt−1Bt−1 | u1:t−1y1:t−1) +
(

Ψv 0
0 Ψb

)
(11)
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Fig. 2. The G-flow video generation model: At timet, the 3D pose,Ut, of the object is used to project the object texture,Vt, into 2D.
This projection is then combined with the background texture,Bt, to generate the observed image,Yt. The model parameters include the
initial distributionsπu, πv, πb, the texture transition uncertaintiesΨv and Ψb, the rendering noise parameterΨw and the pose transition
probabilitiesp(ut |ut−1). Except for the pose transition probabilities, the distributions controlled by these parameters are assumed Gaussian.
The goal is to make inferences about(Ut, Vt, Bt) based on the observed video sequenceY1 · · ·Yt.

The expected valueE(VtBt | u1:t−1y1:t−1) consists of
texture maps (templates) for the object and background.
V ar(VtBt | u1:t−1y1:t−1) represents the degree of uncertainty
about the texture value of each texel in the object and back-
ground texture maps. The object texture map never becomes
correlated with the background texture map because the image
pixels cannot be simultaneously rendered by the object and
background, i.e.,avij(ut) = 1 ⇒ abjj(ut) = 0. Within
each texture map, the individual texels remain uncorrelated
becauseav(ut) consists of columns of a permutation matrix,
and ab(ut) is diagonal; thus by induction from the initial
conditions, the covariance matrixV ar(VtBt | u1:t−1y1:t−1) is
diagonal.

2) Pose Opinions: Based on its current texture template
(which is derived from the history of poses and images up
to time t − 1) and the image observed at timet, each expert
has apose opiniondistribution (8) : a probability distribution
representing that expert’s beliefs about the pose at timet.
The projection functiona(ut) determines how the object and
background texture maps render the image plane, i.e., which
pixels are rendered by the object and which are rendered by the
background. Since the effect ofut on the likelihood function
is nonlinear, we will not attempt to find an analytical solution
for the pose opinion distribution. Instead we will approximate
the pose opinion distributiono(ut | ut−1) as a weighted sum
of samples of pose.

We take these samples from a Gaussian distribution: For
each expertu1:t−1, we find the most probable value ofut given
u1:t−1y1:t (the peak of the pose opinion distribution), and
approximate the pose opinion distribution as a Gaussian bump
about that point (see Section III-A.3). We then use importance
sampling to weight the pose samples (see Section III-A.4), thus
compensating for the fact the opinion distribution may not be

Gaussian.
3) Finding the Peak of the Pose Opinion:We want to find

the maximum of the pose opinion distribution,o(ut | ut−1).
Note that

o(ut | ut−1) , p(ut | u1:t−1y1:t)

=
p(y1:t−1 | u1:t−1)
p(y1:t | u1:t−1)

p(ut | ut−1) p(yt | u1:ty1:t−1).

(12)

We now need an expression for the final term in (12), the
predictive distributionp(yt | u1:ty1:t−1). Let Q(ut) be the set
of image pixels that are rendered by the object according
to ut. For i ∈ Q(ut), let µv(u1:t, i) be the value of the
element ofE(Vt | u1:t−1y1:t−1), an object texel, that renders
the image pixeli as determined by poseut. Let σ2

v (u1:t, i)
be the variance of that texel. Forj 6∈ Q(ut), let µb(u1:t, j) be
the value of the element ofE(Bt |u1:t−1y1:t−1), a background
texel, that renders the image pixelj as determined byut, and
let σ2

b (u1:t, j) be the variance of that texel.
Note that σ2

v (u1:t, i) and σ2
b (u1:t, j) are each shorthand

notation for the variance of the filtering distribution of one
texel at timet. The dependence on time is implicitly indicated
by the argumentu1:t, and to avoid clutter the dependency on
y1:t is not denoted explicitly. As derived in the Appendix,

log p(yt | u1:ty1:t−1) =

− m

2
log 2π − 1

2
log |V ar(Yt | u1:t, y1:t−1)|

− 1
2

∑
i∈Q(ut)

(yt(i)− µv(u1:t, i))2

σ2
v (u1:t, i) + σ2

w

− 1
2

∑
i 6∈Q(ut)

(yt(i)− µb(u1:t, i))2

σ2
b (u1:t, i) + σ2

w

. (13)
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Moreover, ut simply permutesV ar(Yt | u1:ty1:t−1) and
E(Yt |u1:ty1:t−1). Thus|V ar(Yt |u1:ty1:t−1)| is constant with
respect tout and hence we do not need to consider it when
optimizing with respect tout.

Let ût(u1:t−1) represent the peak of the pose opinion
distribution of expertu1:t−1 :

ût(u1:t−1) = argmax
ut

p(ut | u1:t−1y1:t) (14)

By (12),

ût(u1:t−1) = argmax
ut

p(ut | ut−1)p(yt | u1:ty1:t−1) (15)

and then by (13),

ût(u1:t−1) = argmin
ut

1
2

∑
i∈Q(ut)

(yt(i)− µv(u1:t, i))2

σ2
v (u1:t, i) + σ2

w

+
1
2

∑
i 6∈Q(ut)

(yt(i)− µb(u1:t, i))2

σ2
b (u1:t, i) + σ2

w

− log p(ut | ut−1)

(16)

Moreover, since∑
i 6∈Q(ut)

(yt(i)− µb(u1:t, i))2

σ2
b (u1:t, i) + σ2

w

= (17)

∑
j

(yt(j)− µb(u1:t, j))2

σ2
b (u1:t, j) + σ2

w

−
∑

i∈Q(ut)

(yt(i)− µb(u1:t, i))2

σ2
b (u1:t, i) + σ2

w

and
∑

j
(yt(j)−µb(u1:t,j))

2

σ2
b (u1:t,j)+σ2

w
is constant with respect tout, it

follows that

ût(u1:t−1) = argmin
ut

1
2

∑
i∈Q(ut)

(
(yt(i)− µv(u1:t, i))2

σ2
v (u1:t, i) + σ2

w

− (yt(i)− µb(u1:t, i))2

σ2
b (u1:t, i) + σ2

w

)
− log p(ut | ut−1) . (18)

The pose estimatêut(u1:t−1) can be found quite efficiently
using the Gauss-Newton method to minimize the right hand
side of (18). The Gauss-Newton method also yields an estimate
for the covariance matrix of the pose opinion distribution: the
inverse Hessian of the right hand side of (18), which we call
σ̂t(u1:t−1). For each expertu1:t−1, we draw samples from a
Gaussian distribution centered atût(u1:t−1) and with variance
proportional toσ̂t(u1:t−1):

g(· | ût(u1:t−1), ασ̂t(u1:t−1)), (19)

whereα > 0 is a parameter that determines the sharpness of
the sampling distribution. We then assign importance sampling
weights to the samples to compensate for the fact that the true
distribution may not be Gaussian.

4) Importance Sampling: Suppose we are given a set of
pose sequences{u(i)

1:t−1 : i = 1, · · · , nt−1}. We can think of
each pose sequenceu(i)

1:t−1 as an expert at timet − 1, where
nt−1 represents the number of experts at timet− 1. For each
of these experts (pose sequences), we can use importance
sampling [15] to estimate the opinion distribution: For each

expertu(i)
1:t−1, we generate a set ofs(i)

t independent samples
{u(i,j)

t : j = 1, · · · , s
(i)
t } from a Gaussian distribution with

meanût(u
(i)
1:t−1) and variance proportional tôσt(u

(i)
1:t−1). To

compensate for the fact that the true opinion distribution may
not be Gaussian, we then assign each sample an importance
weight wt(i, j) that is proportional to the ratio between the
posterior distribution and the sampling distribution:

p̂(ut | u(i)
1:t−1y1:t) =

s
(i)
t∑

j=1

δ(ut − u
(i,j)
t )

wt(i, j)∑s
(i)
t

k=1 wt(i, k)
(20)

wt(i, j) =
p(u(i,j)

t | u(i)
t−1)p(yt | u(i)

1:t−1u
(i,j)
t y1:t−1)

g(u(i,j)
t | ût(u

(i)
1:t−1), ασ̂t(u

(i)
1:t−1))

(21)

where p̂ stands for an unbiased estimate of the correspond-
ing probability. The numerator of (21) is proportional to
p(u(i,j)

t | u(i)
1:t−1y1:t) by (12), and the denominator of (21) is

the sampling distribution (19). Note that if we letα → 0, this
is equivalent to simply choosinĝut(u1:t−1), the peak of the
pose opinion distribution.

5) Relation to Optic Flow and Template Matching: In
basic template-matching, the same time-invariant texture map
is used to track every frame in the video sequence. Optic flow
can be thought of as template-matching with a template that
is completely reset at each frame for use in the subsequent
frame. It is interesting to note that when the background is
uninformative (white noise), optimal inference under G-flow
combines the two extremes of template-matching and optic
flow, dynamically varying the weight of each approach in
an optimal manner as each new image is presented. If the
template is very certain (has very low variance), then the
template hardly changes as new images are presented, and the
result is standard template-matching. If the template is very
uncertain, then the current frame provides the best information
about the object texture that will generate the subsequent
frame, and the result is optic flow-based tracking. In most
cases, optimal inference consists of a combination of optic
flow-based and template-based tracking, in which the texture
template gradually evolves as new images are presented.

a) Optic Flow as a Special Case:Suppose that the pose
transition probabilityp(ut |ut−1) is uninformative and that the
background is a white noise process, i.e.,σ2

b (ut, i) →∞ for
all t, i. Let us also make the key assumption that the texture
transition uncertainty is very high,Ψv →∞. Using (9), (10),
(11), and the fact thatav(ut)′av(ut) is the identity matrix, it
follows that

E(Vt | u1:t−1y1:t−1) = [av(ut−1)]′yt−1 , (22)

i.e., the object texture map at timet is determined by the pixels
from imageyt−1 that according to poseut−1 were rendered
by the object. From (18) and (22) we get that

ût(u1:t−1) = argmax
ut

p(ut | u1:t−1y1:t)

= argmin
ut

h′ Σ−1 h (23)
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where

h = ([av(ut)]′yt − [av(ut−1)]′yt−1) (24)

and

Σ =

 σ2
v (ut, 1) + σ2

w 0
...

0 σ2
v (ut, n) + σ2

w

 . (25)

Thus the most probableut is that which minimizes the
mismatch between the pixels in imageyt−1 that were rendered
by the object at timet − 1 and the pixels in imageyt that
according tout are rendered by the same points on the object
at time t. The Lucas-Kanade optic flow algorithm is simply
the Gauss-Newton method as applied to minimize this error
function.

Intuitively, the assumption thatΨv → ∞ means that the
object’s texture changes a great deal from each frame to the
next, so that the texture in one frame provides little information
about the texture in the next frame. In situations in which
optic flow is typically used, that is, when the object’s texture
is relatively constant from each frame to the next, the optimal
solution calls not for a texture map that is simply copied from
the previous frame (as in optic flow), but for a texture map
that integrates information across multiple frames.

b) Template Matching as a Special Case:If it is the case
that p(ut | ut−1) is uninformative, the background is a white
noise process, and by timet − 2 we are certain about the
object’s texture, i.e.,V ar(Vt−1 | u1:t−2y1:t−2) = 0, then

E(Vt | u1:t−1y1:t−1) = E(Vt | u1:t−2y1:t−2) (26)

and

ût(u1:t−1) = argmax
ut

p(ut | ut−1y1:t)

= argmin
ut

∑
i∈Q(ut)

(yt(i)− µv(ut, i))
2

σ2
w

(27)

whereµv(ut, i) is simply the fixed object template, shifted by
ut. This is the error function minimized by standard template-
matching algorithms.

c) General Case:In Sections III-A.5.a and III-A.5.b, we
uncover the implicit assumptions behind tracking algorithms
based on optic flow and texture template matching, by eluci-
dating precise conditions under which each type of tracking
is optimal. In general, if the background is a white noise
process, then minimizing the right hand side of (18) results in
a weighted combination of optic flow and template matching,
with the weight of each approach depending on the certainty
about the object template.

If the background is not a white noise process, however,
then there is useful information in the background which
both optic flow and template matching ignore. In addition to
combining optic flow-based and template-based approaches,
optimal inference under G-flow also infers a model for the
background which is used to improve tracking.

B. Credibility Equations

The credibility of theith expert,c(u(i)
1:t−1), is proportional

to the product of a prior term and a likelihood term:

c(u(i)
1:t−1) = p(u(i)

1:t−1 | y1:t)

=
p(u(i)

1:t−1 | y1:t−1)p(yt | u(i)
1:t−1y1:t−1)

p(yt | y1:t−1)
. (28)

In Section III-C we explain how to obtain running estimates
for the priorp(u(i)

1:t−1 | y1:t−1). Regarding the likelihood,

p(yt | u1:t−1y1:t−1) =
∫

p(ytut | u1:t−1y1:t−1)dut

=
∫

p(yt | u1:ty1:t−1)p(ut | ut−1)dut .

(29)

We already generated a set of samples
{u(i,j)

t : j = 1, · · · , s
(i)
t } that estimate the pose opinion

of the ith expert,p(ut | u(i)
1:t−1y1:t). We can now use these

samples to estimate the likelihood for theith expert:

p(yt | u(i)
1:t−1y1:t−1) =

∫
p(yt | u(i)

1:t−1uty1:t−1)p(ut | u(i)
t−1)dut

=
∫

p(yt | u(i)
1:t−1uty1:t−1)g(ut | ût(u

(i)
1:t−1), ασ̂t(u

(i)
1:t−1))

p(ut | u(i)
t−1)

g(ut | ût(u
(i)
1:t−1), ασ̂t(u

(i)
1:t−1)

dut ≈
∑s

(i)
t

j=1 wt(i, j)

s
(i)
t

(30)

Note that if we only sample the most probable poseût(u1:t−1),
then the likelihood is approximated by the maximum value of
the integrand.

C. Combining Opinion and Credibility

Opinion and credibility can be combined to obtain running
estimates of the filtering distribution.

1) Initialization:

• Obtain n1 samples{u(i)
1 : i = 1 · · ·n1} from p(u1).

We refer to these samples as experts. For each ex-
pert the initial Gaussian prior distributions for texture,
p(v1b1 | u(i)

1 ) = p(v1b1), are given as part of the model
specification. The relative weight of theith expert,r(i)

1 ,
is set proportional to the probability of the image given
the expert

r
(i)
1 ∝ p(y1 | u(i)

1 ) (31)

and the weights are normalized to add up to one:∑
i r

(i)
1 = 1. This provides a Monte-Carlo estimate of

the filtering distribution at the first time step:

p̂(u1 | y1) =
n1∑
i=1

r
(i)
t−1δ(u1 − u

(i)
1 ) (32)
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2) Update:
• By time t − 1 we are given nt−1 pose experts
{u(i)

1:t−1 : i = 1 · · ·nt−1}. Each expert u
(i)
1:t−1 comes

with a relative weight r
(i)
t and with the mean

and variance of the filtering distribution for texture
given that expert, i.e.,E(Vt−1Bt−1 | u

(i)
1:t−1, y1:t−1),

V ar(Vt−1Bt−1 | u(i)
1:t−1, y1:t−1). The weights provide an

estimate of the filtering distribution for pose at timet−1,
which serves as the prior for timet

p̂(u1:t−1 | y1:t−1) =
nt−1∑
i=1

r
(i)
t−1δ(u1:t−1 − u

(i)
1:t−1) (33)

For each expert, we compute the most probable pose
ût(u

(i)
1:t−1) and estimate the uncertainty about that pose

σ̂t(u
(i)
1:t−1).

Based on the distribution of relative weights
{r(i)

t−1 : i = 1 · · ·nt−1} we assign a number of descen-
dants to each expert. This is usually known as a re-
sampling step in the particle filtering literature [15].
Suppose the resampling rule assignss

(i)
t descendants

to expert i. We then generates(i)
t independent sam-

ples {u(i,j)
t : j = 1, · · · , s

(i)
t } from the distribution

g(· | ût(u
(i)
1:t−1), ασ̂t(u

(i)
1:t−1)), and compute the impor-

tance weight of each samplewt(i, j). This provides,
from (20), an estimate for the pose opinion distribution

p̂(ut | u(i)
1:t−1y1:t) =

s
(i)
t∑

j=1

δ(ut − u
(i,j)
t )

wt(i, j)∑s
(i)
t

k=1 wt(i, k)
(34)

and, from (30), an estimate for the likelihood of each
expert

p̂(yt | u(i)
1:t−1y1:t−1) =

s
(i)
t∑

j=1

wt(i, j)

s
(i)
t

(35)

The credibility of each expert is, by (28), proportional to
the prior (33) times the likelihood (35):

p̂(u(i)
1:t−1 | y1:t) ∝

r
(i)
t−1

s
(i)
t

s
(i)
t∑

j=1

wt(i, j). (36)

From this we obtain̂p(u1:t | y1:t):

p̂(u1:t | y1:t)

=
∫

p̂(u1:t−1 | y1:t) p̂(ut | u1:t−1y1:t)du1:t−1 (37)

∝
nt−1∑
i=1

p̂(u(i)
1:t−1 | y1:t) p̂(ut | u(i)

1:t−1y1:t) (38)

where the credibility estimate,̂p(u(i)
1:t−1 |y1:t), was calcu-

lated in (36), and the opinion estimate,p̂(ut |u(i)
1:t−1y1:t),

was calculated in (34).
Note that this behaves as a set of experts

{u(i)
1:t : i = 1, · · · , nt} obtained by concatenating each

descendant to the expert that generated it and dropping
all the experts that did not generate any descendants. The
new expertu(k)

1:t , formed by concatenatingu(i,j)
t to u

(i)
1:t−1,

has relative weight

r
(k)
t ∝

r
(i)
t−1

s
(i)
t

wt(i, j) , (39)

normalized so that the weights add up to one.

• For each new expertu(k)
1:t , the texture distribution

p(vtbt | u(k)
1:t y1:t) is found using the Kalman filter equa-

tions, as described in Section III-A.1.

IV. T RACKING 3D DEFORMABLE OBJECTS

The spatial location of then points on the object varies
with time due to rigid transformations (rotation, scale, trans-
lation) and non-rigid transformations (e.g., changes in facial
expression). The rigid transformations are controlled by a
rotation matrixRt and a displacement vectorDt. The non-
rigid transformations are modeled as linear combinations of a
set ofk 3-Dimensional morph keysφ(1), · · · , φ(k). Hereφ(i)
is ann× 3 matrix, containing the 3D position of then object
points on key-morphi. Let

φ = (φ(1), · · · , φ(k)) (40)

be ann×3k matrix containing all the morph keys. The vector
Ct ∈ Rk contains the morph coefficients of the object at timet.

Let Xt ∈ R2n contain the 2D coordinates of the projection
of the n object points onto an image plane, i.e.X2i−1, X2i

are the horizontal and vertical coordinates of the projection of
the ith point. Under weak perspective projection we have that

Xt = βUt (41)

where

β =


1 φ1,1 · · · φ1,3k 0 0 · · · 0
0 0 · · · 0 1 φ1,1 · · · φ1,3k

...
...

...
...

...
...

...
...

1 φn,1 · · · φn,3k 0 0 · · · 0
0 0 · · · 0 1 φn,1 · · · φn,3k


(42)

and

Ut =(Dt(1), Rt(1, 1)Ct(1) · · ·Rt(1, 3)Ct(k),

Dt(2), Rt(2, 1)Ct(1) · · · , Rt(2, 3)Ct(k))′ (43)

The matrix β contains the set of fixed animation morphs
and the random variableUt contains 3D pose and expression
parameters. OnceUt is known, the values ofRt and Dt are
recovered as in [3].

To apply G-flow to this problem we need a method to
find values forut that maximizep(ut | u1:t−1y1:t). Let ȳt

represent a matrix version ofyt, and v̄t a matrix version of
the object texture map̄E(V̄t | u1:t−1y1:t−1). For the case in
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which the background is a white noise process, maximizing
p(ut | u1:t−1y1:t) is equivalent to minimizing

L(ut, ut−1) =
n∑

i=1

(ȳt(xi)− v̄t(βut))2 (44)

Brand [3] and Torresani et al. [2] demonstrated that functions
of this type can be optimized in real time using the Gauss-
Newton algorithm. We employ a similar technique to find the
maximum of the pose opinion distribution.

Fig. 3. Average error as a function of time for GFlow (green)
and for deterministic constrained optic flow [3] (blue). Results were
averaged over 16 runs (deterministic algorithm) or 4 runs (G-flow)
and smoothed.

V. SIMULATIONS

We collected a video (30 frames per second) of a subject
who was making a variety of facial expressions while moving
her head in an outdoor setting. A later motion-capture session
with the same subject was used to create a 3D morphable
model of her face, consisting of a set of five 3D animation
morphs. The non-rigid deformations of the face were modeled
as linear combinations of these five bases (in which each
animation morph is multiplied by a “morph coefficient”).

Twenty experts were initialized randomly on the first image
in the video sequence and propagated using the G-flow algo-
rithm. A Quicktime video of the entire tracking sequence is
available on our Web site, mplab.ucsd.edu. Figure 4 shows the
distribution of particles for pose (both rigid pose and non-rigid
morph coefficients) for three frames of the sequence.

The two graphs at the bottom of Figure 4 show the history
of all 20 experts’ hypotheses about the scale and one of the
morph coefficients. In any given frame, every expert has a
full hypothesis about the pose (translation, rotation, scale, and
morph coefficients), which means that every one of the 20
experts contains a hypothesis about the 3D locations of the 38

points in the model. Thus the set of 20 experts is represented
by 20 × 38 = 760 red dots superimposed on the figure in
the top left of each frame. The mean of the experts gives
a single hypothesis about the 3D non-rigid deformation of
the face (shown in the two views at the lower right of each
frame) and about the 3D rigid pose of the face (rotation is
illustrated by the rotated 3D axes in the lower left of each
frame). The figure illustrates G-flow’s ability to overcome
poor initialization. In early frames, the hypotheses are widely
scattered, but by frame 81, the bad hypotheses have died off,
and the experts’ hypotheses are in a single clump around the
correct pose.

To quantitatively compare G-flow’s performance versus the
existing state-of-the-art in 3D non-rigid tracking, deterministic
constrained optic flow algorithms such as [2], [3], [4], [5],
[6], we used both G-flow and the system from [3] to track
the same video sequence. We ran each tracker several times,
introducing small errors in the initialization (the starting pose
for each run was taken from a random distribution about the
correct initialization). As ground truth, the 2D positions of 6
points (inner and outer corner of each eye, tip of nose, and
indentation above center of upper lip) were hand-labeled in
every 20th frame. The error at every 20th frame was calculated
as the distance from these positions to the positions determined
from the tracking results. The errors were averaged across all
6 pixels across several runs. Figure 3 compares this tracking
error as a function of time for the deterministic constrained
optic flow algorithm and for a 20-particle version of the Gflow
tracking algorithm. Notice that the deterministic system has a
tendency to drift (increase in error) over time, whereas G-flow
can recover from drift.

VI. CONCLUSIONS

The development of systems that can recognize facial ex-
pressions, facial identity, and lip movements, regardless of
out-of-image-plane rotations, is key for the development of
a new generation of computer vision based systems with a
variety of applications to daily life, such as audio-visual speech
recognition, communication robots, and automatic tutoring
systems. One approach to achieving pose independence is
to track the 3D pose (including deformations) of the face
by explicitly modeling the image generation process as the
projection of a deformable 3D object onto an image plane.
Current methods following this approach are based on optic
flow or on texture template-matching. However, no principled
approach has heretofore been taken to address under what
conditions each type of algorithm works well.

By introducing the G-flow generative model and deriving an
optimal inference algorithm for tracking both texture and pose,
we have helped clarify under what conditions optic flow-based
tracking is optimal, and under what conditions tracking based
on template-matching is optimal. Our derivations demonstrate
that in most cases, neither approach is optimal. If we assume
the background is uninformative (white noise), then in most
cases optimal inference consists of a combination of optic
flow-based and template-based tracking, in which the weight
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of each approach is dynamically varied in a principled manner
for each video frame. If the background is informative, as it
usually is in practice, then optimal object tracking makes use
of the background information, rather than ignoring it as other
3D tracking systems do.

Optic flow-based tracking systems such as [2], [3], [4], [5],
[6], [7] are the current state of the art for 3D tracking of
non-rigid objects. Within the G-flow framework they can be
thought of as a special cases, in which the background is
assumed to be a white noise process, the predictive texture
distribution is forced to have infinite variance at each time
step, and a single pose estimate (a single expert) is used to
approximate the posterior distribution of pose.

The current G-flow model uses a simple model for texture:
an expected texture map and associated variance parameters.
More sophisticated models are possible in which object texture
may be produced by a combination of texture maps, in the
same way that geometric deformations are modeled as a linear
combination of key shapes. Shape and texture parameters
could also be permitted to be correlated. This would, for
example, allow the system to use movements of points on
the eyebrows to help detect the presence of wrinkles in the
forehead, or to use the presence of wrinkles to help detect
movements of parts of the face. We believe that models in
which pose and texture are coupled may be critical for realistic
coding of facial behavior and for realistic animation.

APPENDIX

THE PREDICTIVE DISTRIBUTION FORYt

The predictive distribution for the current imageyt, given
the past and current poses of the objectu1:t and the past
imagesy1:t−1, is obtained by integrating out the hidden texture
variablesvt andbt:

p(yt | u1:ty1:t−1) =
∫

p(ytvtbt | u1:ty1:t−1)dvtdbt

=
∫

p(vtbt | u1:ty1:t−1)p(yt | u1:tvtbty1:t−1)dvtdbt

=
∫

p(vtbt | u1:t−1y1:t−1)p(yt | utvtbt)dvtdbt (45)

where the last step follows from the conditional independence
relationships defined by the graphical model (Figure 2). We
saw in Section III-A.1 thatp(vtbt | u1:t−1y1:t−1) is Gaussian.
Sincep(yt |utvtbt) is also Gaussian, it follows from (45) that
p(yt | u1:ty1:t−1) is Gaussian with the following mean and
variance:

E(Y t | u1:ty1:t−1) = a(ut)E(VtBt | u1:t−1y1:t−1) (46)

V ar(Yt | u1:ty1:t−1) =
Ψw + a(ut)V ar(VtBt | u1:t−1y1:t−1)a(ut)′ (47)

It follows that

log p(yt | u1:ty1:t−1) =

− m

2
log 2π − 1

2
log |V ar(Yt | u1:t, y1:t−1)|

− 1
2

∑
i∈Q(ut)

(yt(i)− µv(u1:t, i))2

σ2
v (u1:t, i) + σ2

w

− 1
2

∑
i 6∈Q(ut)

(yt(i)− µb(u1:t, i))2

σ2
b (u1:t, i) + σ2

w

. (48)
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Fig. 4. GFlow at work in outdoor conditions. Results are shown for frame 1 (top left), frame 81 (top center), and frame 620 (top right) of a
video sequence. In each frame, the algorithm simultaneously estimates the rigid pose of the head and the non-rigid face deformations. There
are 20 experts, each of which has a hypothesis about the 3D locations of 38 points on the face. The set of all 20 experts is represented by
20× 38 = 760 red dots superimposed on the figure at the top of each frame. Despite the large initial uncertainty about the pose in frame 1,
G-flow determines the correct pose by frame 81, and maintains accurate tracking for the remainder of the sequence. The mean of the 20
experts in each frame gives a single hypothesis about the rigid pose and non-rigid deformations of the face. The mean expert estimate of
the 3D rigid rotation of the head is illustrated by the rotated 3D axes in the lower left of each frame. The mean expert estimate of the 3D
non-rigid deformation of the face is shown in the two views in the lower right of each frame. The graphs contain the filtering distribution
(the running history of all 20 experts’ beliefs) for the scale (lower left) and one of the morph parameters (lower right). Due to the poor
initialization in frame 1, the distribution has high variance early on, but quickly settles around the correct pose.
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