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Abstract

Computeanimatedagentsandrobotsbring a socialdimen-
sionto humancomputeiinteractionandforceusto thinkin
new waysabouthow computes could be usedin daily life.
Faceto facecommunicationis a real-timeprocessoperat-
ing at a a time scalein the order of 40 milliseconds. The
level of uncertaintyat this time scaleis consideable mak-
ing it necessaryor humansandmadinesto relyonsensory
rich perceptualprimitivesrather than slow symbolicinfer-
enceprocesses.In this paperwe presentprogresson one
sud perceptual primitive.  The systemautomatically de-
tectsfrontal facesin the videostreamand codesthemwith
respectto 7 dimensiondn real time: neutal, anger, dis-
gust, fear, joy, sadnesssurprise Thefacefinder employs
a cascadeof featue detectos trained with boostingtech-
niques[16, 3]. Theexpressionrecaynizerreceivesmage
patcheslocatedby the face detector A Gaborrepresenta-
tion of the patdh is formedand then processedy a bank
of SVMclassifies. A novel combinationof Adaboostand
SVMs’ enhancegperformance The systemwas testedon
the Cohn-Kanadedatasetof posedfacial expressiond7].
The genealization performanceto new subjectsfor a 7-
way forced choice correct. Mostinterestinglythe outputs
of the classifierchange smoothlyasa functionof time pro-
viding a potentially valuablerepresentatiorto codefacial
expressiondynamicsin a fully automaticand unobtrusive
manner Thesystenmhasbeendeployedn a wide variety of
platformsincluding Sonys Aibo petrobot, ATR’s Robo\ie,
and CU animator andis currently beingevaluatedfor ap-
plications including automaticreadingtutors, assessment
of human-pbotinteraction.

1. Intr oduction

Computeranimatedagentsandrobotsbring asocialdimen-
sion to humancomputerinteractionand force us to think
in new ways abouthow computerscould be usedin daily
life. Faceto facecommunicatioris a real-timeprocesop-
eratingat a a time scalein the order of 40 milliseconds.
The level of uncertaintyat this time scaleis considerable,
makingit necessarjor humango rely on sensoryich per
ceptualprimitivesratherthanslow symbolicinferencepro-
cessesThusfulfilling theideaof machineghatinteractface
tofacewith usrequiresdevelopmenbf robustreal-timeper

ceptive primitives. In this paperwe presensomefirst steps
towardsthe developmentof one suchprimitive: a system
thatautomaticallyfindsfacesn thevisualvideostreamand
codesfacial expressiondynamicsin realtime. The system
hasbeendeplo/edon awide variety of platformsincluding

Sory’s Aibo petrobot,ATR’s RoboMe [6], andCU anima-
tor [10]. The performancedf the systemis currentlybeing
evaluatedfor applicationsincluding automaticreadingtu-

tors,assessmemf human-robotnteraction,andevaluation
of psychiatricintervention.

CharlesDarwin wasone of the first scientiststo recog-
nize thatfacial expressions oneof the mostpowerful and
immediatemeansfor humanbeingsto communicateheir
emotionsjntentionsandopinionsto eachother In addition
to providing informationaboutaffective state facialexpres-
sionsalsopravide informationaboutcognitive state suchas
interestboredomgconfusionandstressandcorversational
signalswith informationaboutspeectemphasisindsyntax.
A numberof groundbreakingsystemsave appearedh the
computervision literature for automaticfacial expression
recognition. See[12, 1] for reviews. Automatedsystems
will have atremendousmpacton basicresearchy making
facial expressiormeasuremennoreaccessibl@asabeha-
ioral measureand by providing dataon the dynamicsof
facial behaior at a resolutionthatwaspreviously unavail-
able. Computersystemswith this capability have a wide
rangeof applicationsin basicand appliedresearchareas,
including man-machinecommunication security law en-
forcementpsychiatry educationandtelecommunications.

In this paperwe presentresultson a userindependent
fully automaticsystemfor real time recognitionof basic
emotionalexpressionsrom video. The systemautomat-
ically detectsfrontal facesin the video streamand codes
eachframe with respectto 7 dimensions:Neutral, anger
disgust.fear, joy, sadnesssurprise. The systempresented
here differs from previous work in that it is fully auto-
matic and operatesin real-time at a high level of accu-
ragy (93%generalizatiorio new subjectson a 7-alternatve
forcedchoice).Anotherdistinctionis thatthepreprocessing
doesnotincludeexplicit detectiorandalignmentof internal
facial features.This providesa savings in processingime
which is importantfor real-timeapplications. We present
amethodfor further speedadvantageby combiningfeature
selectionbasedon Adaboostwith featureintegrationbased
on supportvectormachines.



2. Preparing training data

2.1. Dataset

The systemwastrainedandtestedon Cohnand Kanade$
DFAT-504 datasef7]. This datasetonsistsof 100 univer
sity studentgangingin agefrom 18to 30 years.65%were
female, 15% were African-American,and 3% were Asian
or Latino. Videoswererecodedin analogS-videousing
a cameraocateddirectly in front of the subject. Subjects
wereinstructedby an experimenterto performa seriesof
23 facial expressions.Subjectshegan and endedeachdis-
play with a neutralface. Before performingeachdisplay
anexperimentedescribecandmodeledhedesireddisplay
Imagesequencefrom neutralto target display were digi-
tized into 640 by 480 pixel arrayswith 8-bit precisionfor
grayscalevalues.

For our study we selected313 sequencedrom the
dataset. The only selectioncriterion was that a sequence
be labeledas one of the 6 basicemotions. The sequences
camefrom 90 subjects,with 1 to 6 emotionsper subject.
The first and last frames(neutraland peak) were usedas
training imagesandfor testinggeneralizatiorto newv sub-
jects, for a total of 625 examples. The trainedclassifiers
werelaterappliedto the entiresequence.

2.2. Locating the faces

We recently developeda real-time face-detectiorsystem
basedon [16], capableof detectionandfalsepositive rates
equialentto thebestpublishedesultg14, 15, 13, 16]. The
systemscansacrossall possible24 x 24 pixel patchesn
theimageandclassifiesesachasfacevs. non-face. Larger
facesare detectecby applyingthe sameclassifierat larger
scaledn theimage(usinga scalefactorof 1.2). Any detec-
tion windowswith significantoverlapareaveragedogether
Thefacedetectomwastrainedon 5000facesandmillions of
non-face patchesfrom about8000 imagescollectedfrom
thewebby CompagResearch.aboratories.

The systemconsistsof a cascadef classifiers,eachof
which containsa subsef filters reminiscenbf HaarBasis
functions,which canbe computedvery fastat ary location
and scalein constanttime (seeFigure1). In a 24 x 24
pixel window, thereareover 160,000possibléfilters of this
type. For eachclassifierin the cascadea subsebf 2 to 200
of thesefilters are choserby usinga featureselectionpro-
cedurebasedon Adaboost[4] asfollows: First, all 5000
facepatchesand a randomsetof 10000non-face patches
aretakenfrom the labeledimagesetfrom Compaq.Then,
usingarandomsampleof 5% of the possibl€filters, a sim-
ple classifier(or “weak learner”)usingonly onefilter at a
time s trainedto minimizetheweightedclassificatiorerror
onthissampldor eachof thefilters. Thesingle-filterclassi-
fier thatgivesthe bestperformances selected Ratherthan
usethis resultdirectly, we refine the selectionby finding
the bestperformingsingle-featureclassifierfrom a new set
of filters generatedy shifting andscalingthe choserfilter
by two pixelsin eachdirection,aswell ascompositdfilters
madeby reflectingeachshiftedandscaledfeaturehorizon-
tally aboutthe centerandsuperimposingt on the original.
This canbe thoughtof asa singlegeneratiorgeneticalgo-
rithm, andis muchfasterthanexhaustvely searchindor the
bestclassifieramongall 160,000possiblefilters andtheir
reflection-base@dousins.Usingthe choserclassifierasthe
weaklearneifor thisroundof boosting theweightsoverthe
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Figure 1: Integral imagefilters (after Viola & Jones2001
[16]). a. Thevalueof thepixel at(x, y) is thesumof all the
pixelsabove andto theleft. b. Thesumof the pixelswithin
rectangleD canbecomputedas4 + 1 — (2 + 3). (c) Each
featureis computedby taking the differenceof the sums
of the pixelsin the white boxesandgrey boxes. Features
include thoseshowvn in (c), asin [16], plus (d) the same
featuressuperimposedn theirreflectionaboutthe Y axis.

examplesarethenadjustedaccordingto its performancen

eachexampleusingthe Adaboostrule. This featureselec-
tion processs thenrepeatedvith the new weights,andthe
entireboostingprocedurecontinueduntil the“strongclassi-
fier” (i.e., the combinedclassifierusingall the weaklearn-
ersfor that stage)can achieze a minimum desiredperfor

mancerate on a validationset. Finally, aftertraining each
strongclassifier a boot-strapround(ala [15]) is performed,
in whichthefull systemup to thatpointis scannedcrossa
databasef non-faceimagesandfalsealarmsarecollected
andusedasthenon-facedfor trainingthe subsequergtrong
classifierin thesequence.

While [16] useAdaboostin their featureselectionalgo-
rithm, which requiresbinary classifiers,we have recently
been experimentingwith Gentleboost,describedin [5],
which usesreal valuedfeatures. Figure 2 shavs the first
two filters chosenby the systemalong with the real val-
uedoutputof the weaklearnergor tuning curves) built on
thosefilters. We have alsodevelopeda training procedure
to eliminatethe cascadef classifier sothatafter eachsin-
gle feature,the systemcan decidewhetherto testanother
featureor to make a decision.Preliminaryresultsshov po-
tentialfor dramaticimprovementsn speedwith no lossof
accurag overthecurrentsystem.

Becauséhe strongclassifiersearlyin the sequenceeed
very few featuresto achiere good performance(the first
stagecanreject60% of thenon-facesusingonly 2 features,
usingonly 20 simpleoperationspr about60 microproces-
sorinstructions) the averagenumberof featureshat need
to be evaluatedfor eachwindow is very small, makingthe
overall systemvery fast. The currentsystemachiezes an
excellenttradeoff in speedand accurag We hostan on-
line demoof the facedetectoyalongwith thefacialexpres-
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Figure 2: The first two features(top) andtheir respectre
tuning curves(bottom). Eachfeatureis shavn over the av-

erageface. The tuning curves shav the evidencefor face
(high) vs.non-face(low). Thefirst tuning curve shaws that
a dark horizontalregion over a bright horizontalregion in

thecenterof thewindow is evidencefor aface,andfor non-
faceotherwise. The outputof the secondfilter is bimodal.
Both a strongpositive and a strongnegative outputis evi-

dencefor aface,while outputcloserto zerois evidencefor

non-face.

sion recognitionsystemof [2], on the world wide web at
http://mplabucsd.edu

Performancenthe CMU-MIT datasefa standardpub-
lic datasetfor benchmarkindrontalfacedetectiorsystems)
iscomparabléo [16]. While CMU-MIT containsvide vari-
ability in the imagesdue to illumination, occlusions,and
differencesin image quality, the performancewas much
moreaccurat@nthedatasetusedfor thisstudy becaus¢he
faceswerefrontal, focusedandwell lit, with simpleback-
ground[3]. All faceswveredetectedor this dataset.

2.3. Preprocessing

Theautomaticalljocatedfacesvererescaledo 48x48pix-
els. A comparisonwas also made at double resolution
(96x96). No further registrationwas performed. The typi-
cal distancebetweerthe centerof theeyeswasroughly 24
pixels. Theimageswerecornvertedinto a Gabormagnitude
representationysing a bank of Gaborfilters at 8 orienta-
tionsand5 spatialfrequencieg4:16 pixels percycle at 1/2
octave steps)8].

3. Facial ExpressionClassification

Facialexpressiorclassificatiorwasbasedn supporivector
machineqSVM’s). SVM'’s arewell suitedto this taskbe-
causethe high dimensionalityof the Gaborrepresentation
doesnot affect trainingtime for kernelclassifiers. The sys-
tem performeda 7-way forced choicebetweenthe follow-
ing emotioncategories: Happinesssadnesssurprise,dis-

gust,fear, anger neutral. The classificationwvas performed
in two stages. First, supportvector machinesperformed
binary decisiontasks. Seven SVM's were trainedto dis-
criminateeachemotionfrom everythingelse. The emotion
catgyory decisionwas thenimplementedby choosingthe
classifierwith the maximummaugin for the testexample.
Generalizationio novel subjectsvastestedusingleave-one-
subject-outcross-alidation. Linear, polynomial,and RBF
kernelswith Laplacian,and Gaussiarbasisfunctionswere
explored. Linearand RBF kernelsemploying a unit-width
Gaussiarperformedbest,andarepresentedhere.

We comparedecognitionperformanceausingthe output
of the automaticface detectorto performanceon images
with explicit featurealignmentusinghand-labeledeatures.
Forthemanuallyalignedfaceimagesthefaceswvererotated
sothatthe eyeswerehorizontalandthenwarpedsothatthe
eyesandmouthwerealignedin eachface. The resultsare
givenin Table 1. Therewas no significantdifferencebe-
tweenperformancen the automaticallydetectedacesand
performancen the manuallyalignedfaces(z=0.25,p=0.4,
n=625).

SVM | Automatic Manuallyaligned

84.8
87.5

85.3
87.6

Linear
RBF

Table 1: Facial expressionrecognition performancefor
manually aligned versus automatically detected faces
(96x96images).

3.1. SVM’'sand Adaboost

SVM performancewas next comparedto Adaboostfor

emotionclassification. The featuresemployed for the Ad-

aboostemotionclassifierwerethe individual Gaborfilters.

Therewere48x48x40= 92160possiblefeatures.A subset
of thesdilterswaschoserusingAdaboost Oneachtraining

round, the thresholdandscaleparametenf eachfilter was
optimizedandthefeaturethatprovidedbestperformancen

theboostedlistribution waschosen SinceAdaboosis sig-

nificantly slower to train thanSVM’s, we did notdo 'leave

onesubjectout’ crossvalidation. Insteadwe separatedhe

subjectgandomlyinto tengroupsof roughlyequalsizeand
did 'leave onegroupout’ crossvalidation.

During Adaboost,training for eachemotion classifier
continueduntil the distributions for the positve and neg-
ative sampleswvere completelyseparatedyy a gap propor
tional to the widths of the two distributions (seeFigure 3).
Thetotalnumberof filters selectedisingthis proceduravas
538. Here,the systemcalculatedhe outputof Gabofrfilters
lessefficiently, asthecorvolutionsweredonein pixel space
ratherthanFourierspacebut theuseof 200timesfewer Ga-
bor filters neverthelessesultedin a substantiaspeedben-
efit. The generalizatiomperformance5.0%,was compa-
rable to linear SVM performanceon the leave-group-out
testingparadigm but Adaboostwassubstantiallyfaster as
shavn in Table2.

Adaboostprovides an addedvalue of choosingwhich
featuresaremostinformative to testat eachstepin the cas-
cade. Figure4 illustratesthe first 5 Gaborfeatureschosen
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Figure3: Stoppingcriteriafor Adaboosttraining. a. Out-

put of one expressionclassifierduring Adaboosttraining.
The responsdor eachof the training examplesis shavn

asa function of numberfeaturesasthe classifiergrows. b.

Generalizatiorerrorasa functionof thenumberof features
choserby Adaboost.Generalizatiorerrordoesnotincrease
with “overtraining’
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Figure4: Gaborsselectedy Adaboosfor eachexpression.
White dotsindicatelocationsof all selectedsabors.Below
eachexpressionis a linear combinationof the real part of
the first 5 Adaboostfeaturesselectedfor that expression.
Facesshavn areameanof 10individuals.

for eachemotion. The choserfeaturesshow no preference
for direction, but the highestfrequenciesare chosenmore

often. Figure5 shavsthenumberof choserfeaturesateach

of the 5 wavelengthsused.

3.2 AdaSVM's

A combinationapproachin whichthe GaborFeaturesho-
sen by Adaboostwere usedas a reducedrepresentation
for trainingSVM’s (AdaSVM’s) outperformedddaboosby
3.8 percenfpoints,adifferencethatwasstatisticallysignifi-
cant(z=1.99,p=0.02).AdaSVM's outperformedsVM'’s by
an averageof 2.7 percentpoints,animprovementthatwas
mauginally significant(z = 1.55,p = 0.06).

After examinationof the frequeng distribution of the

of Adab h features
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Figure5: Wavelengthdistribution of featuresselectedby
Adaboost.

Gaborfilter selectedby Adaboost,it becameapparenthat
higher spatialfrequeng Gaborsandhigherresolutionim-

agescould potentially improve performance. Indeed, by

doublingthe resolutionto 96x96 and increasingthe num-

ber of Gaborwavelengthsdrom 5 to 9 sothatthey spanned
2:32 pixels in 1/2 octave stepsimproved performanceof

the nonlinearAdaSVM to 93.3% correct. As the resolu-
tion goesup, thespeedenefitof AdaSVM’s becomesven

moreapparentAt thehigherresolutionthefull Gaborrep-

resentatiorincreasedy a factorof 7, whereaghe number
of Gaborsselectedby Adaboostonly increasedy a factor
of 1.75.

Leave-group-out Leave-subject-out
Adaboost SVM | SVM  AdaSVM

85.0 84.8

86.9

Linear
RBF

86.2
88.0

88.8
90.7

Table2: Performancef Adaboost,SVMs and AdaSVM'’s
(48x48images).

SVM Adaboost AdasSvM
Lin RBF | Lin RBF
Timet t 90t 0.01t 0.01t 0.0125t
Timet’ t 90t 0.16t 0.16t 0.2t
Memory | m  90m 3m 3m 3.3m

Table3: Processingime andmemoryconsiderationsTime
t’ includesthe extra time to calculatethe outputsof the 538
Gaborsin pixel spacefor Adaboostand AdaSVM, rather
thanthefull FFT emplojedby the SVM's.

4. Real Time Emotion Mirr oring

Althougheachindividualimageis separatelyprocessednd
classifiedthe systemoutputfor asequencef videoframes
changesmoothlyasafunctionof time (SeeFigure6). This
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Figure 6: The neutraloutputdecreaseand the outputfor
the relevant emotionincreasessa function of time. Two
testsequencefor onesubjectareshown.
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Figure 7: Examplesof the emotionmirror. The animated
charactemirrorsthefacialexpressiorof theuser

providesa potentiallyvaluablerepresentatioto codefacial
expressionin realtime.

To demonstrat¢he potentialof this ideawe developeda
real time 'emotion mirror’. The emotionmirror rendersa
3D charactein realtime thatmimicstheemotionalexpres-
sionof aperson.

In theemotionmirror, theface-findercapturesa faceim-
agewhich is sentto the emotionclassifier The outputs
of the 7-emotionclassifierconstitutesa 7-D emotioncode.
This codewassentto CU Animate,a setof softwaretools
for rendering3D computermnimatedcharacterin realtime,
developedat the Centerfor Spolen LanguageResearclat
CU Boulder The 7-D emotioncodegave a weightedcom-
bination of morphtargetsfor eachemotion. The emotion
mirror wasdemonstratedt NIPS 2002. Figure7 shavs the
prototypesystemat work.

Theemotionmirror is aprototypesystenthatrecognizes
the emotionof the userandrespondsn an engagingway.
Thelong-termgoalis to incorporatehis systeninto robotic
and computeranimationapplicationsin which it is impor-
tantto encagethe useratanemotionallevel and/orhave the
computerecognizeandadaptto the emotionsof theuser

5. Deploymentand Evaluation

Therealtime systempresentedherehasbeendeployedin a
variety of platforms,including Sory’s Aibo Robot,ATR’s
RoboMe [6], and CU animator[10]. The performanceof
the systemis currently beingevaluatedat homes,schools,
andin laboratoryervironments.

Automatedtutoring systemsmay be more effective if
they adaptto the emotionaland cognitive stateof the stu-
dent,likegoodteacherslo. We arepresentlyintegratingau-
tomaticfacetrackingandexpressionanalysisin automatic
animatedutoring systems(SeeFigure8). Thiswork is in
collaboratiorwith RonColeatU. Colorado.

Facetrackingandexpressiorrecognitionmayalsomake
robotsmore encaging. For this purposethe realtime sys-
temhasbeendeplo/edin the Aibo robotandin theRoboMe
robot(SeeFigure9). Thesystemalsoprovidesamethodfor
measuringhegoodnessf interactionbetweerhumansand
robots. We have employed automaticexpressionanalysis
to evaluatewhethernew featuresof the Robovie roboten-
hanceduserenjoyment(SeeFigure10).

Figure8: We arepresentlyintegratingautomatidacetrack-
ing andexpressiomanalysisin automaticanimatedutoring
systems.

Figure 9: The real time systemhasbeendeplo/ed in the
Aibo robot(left) andthe RoboMe robot(right).

6. Conclusions

Computermanimatedagentsandrobotsbring asocialdimen-
sionto humancomputetinteractionandforce usto think in

new waysabouthow computersouldbe usedin daily life.

Faceto facecommunicationis a real-timeprocessoperat-
ing at a a time scalein the orderof 40 milliseconds. The
level of uncertaintyat this time scaleis considerablemak-
ing it necessarfor humansandmachinedo rely onsensory



Figure 10: Human responseduring interactionwith the
RoboMe robotat ATR is measuredy automaticexpression
analysis.

rich perceptuaprimitivesratherthanslon symbolicinfer-
enceprocesses.in this paperwe presentprogresson one
suchperceptualprimitive: Realtime recognitionof facial
expressions.

Ourresultssuggesthatuserindependentully automatic
realtime codingof basicexpressionss anachievablegoal
with presentcomputerpower, at leastfor applicationsin
which frontal views canbe assumedThe problemof clas-
sificationinto 7 basicexpressionganbe solved with high
accurag by a simple linear system,after the imagesare
preprocessebly a bankof Gaborfilters. Theseresultsare
consistentvith thosereportedby PadgettandCottrellona
smallerdatase{11]. A previoussystem[9] employed dis-
criminantanalysigLDA) to classifyfacialexpressiongrom
Gaborrepresentationd-derewe exploredusingSVM'’s for
facial expressionclassification. While LDA's are optimal
whenthe classdistributions are GaussianSVM’s may be
more effective whenthen classdistributionsare not Gaus-
sian.

Goodperformanceesultswvereobtainedor directly pro-
cessinghe outputof anautomatidacedetectomwithoutthe
needfor explicit detectiorandregistrationof facialfeatures.
Performancef anonlinearSVM on the outputof the auto-
matic facefinder was almostidentical to performanceon
the samesetof facesusingexplicit featurealignmentwith
hand-labeledeatures.

Using Adaboostto perform feature selection greatly
speededpthetheapplication.SVM'strainedonthisrepre-
sentatiorshov animprovedclassificatiorperformancever
Adaboostaswell.
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