Automatic Analysis of Spontaneoud-acial Behavior:
A Final Project Report

(UCSDMPLab TR 2001.08,0October 312001)
Marian S.Bartlett!, Bjor n Braathen', Gwen Littlew ort-Ford*, John Hershey?, lan Faseb,
Tim Marks?, Evan Smith?, Terrenceld. Sejnavskil-*3, & Javier R. Movellan'-?

institute for Neural Computation
2Department of Cognitive Science
University of California, SanDiego

3The Salk Institute and Howard HughesMedical Institute

Abstract

TheFacialAction CodingSystem(FACS)is theleadingstandardor measuringacialexpressionsn the
behaioral sciencegEkmané& Friesen1978).FACScodingis presentlyperformednanuallyby human
experts,it is slow, andrequiresextensive training. AutomatingFACS codingcould have revolutionary
effectsin our understandingf humanfacial expressionand on the developmentof computersystems
that understandacial expressions.Two teams,one at University of California SanDiego andanother
at University of Pittshurgh and Carneyie Mellon University, werechallengedo develop prototypesys-
temsfor automaticrecognitionof spontaneousacial expressions.Developing suchsystemsrequired
solvingtechnicalandtheoreticalchallengesvhich hadnot beenpreviously addresseth thefield. This
documentdescribeghe systemdevelopedby the UCSD team. The approactrelieson the useof 3-D
poseestimationandwarpingtechniquego reduceimagevariability dueto generachangesn pose.Ma-
chine learningtechniquesare then applieddirectly on the warpedimagesor on biologically inspired
representationsf theseémages.No efforts aremadeto detectcontoursor otherhand-craftedmagefea-
tures.This systemattainedd8%accuray for detectingblinks in novel subjects89%accuray for brow
raises,94% accurag for discriminatingbrow raisesfrom lowering of the brows, and70%accurag for
a 3-alternatve decisionbetweenbrow raise,brow lower, andrandomlyselectedsequencesontaining
neither Oneexciting aspecof theapproactpresentedhereis thatimportantmeasuremensmegedout
of filters which were derived from the statisticsof images. We believe all the piecesof the puzzleare
readyfor the developmenbf automatedystemghatrecognizespontaneoufacialactionsatthelevel of
detailrequiredby FACS. The mainreasorimpedingdevelopmentn this field is thelack of sufficiently
large databasewhich may becomea standardor comparisorbetweendifferentapproachesBasedon
our experiencein this projectwe estimatethat a databasef 500 subjectswith 1 minuteof rich facial
behavior persubjectwould be sufiicientfor dramaticimprovementsn thefield.

1 Intr oduction

TheFacial Action CodingSystem(FACS) developedby EkmanandFriesen(Ekman& Friesen,1978)pro-
videsan objective descriptionof facial behaior from video. It decompose$acial expressionsnto action
units(AUs) thatroughly correspondo independenmusclemovementsn theface(seeFigurel). Measure-
mentof facialbehaior atthelevel of detailof FACS providesinformationfor detectiornof deceit,including
informationaboutwhetheran expressions posedor genuineandleakageof emotionalsignalsthatanindi-
vidual is attemptingto suppress- See(Ekman,2001)for a competediscussion.



Figurel: TheFacial Action CodingSystemdecomposefacialmotioninto componengactions. The upper
facialmusclescorrespondingo actionunits 1, 2, 4, 6 and7 areillustrated. Adaptedfrom Ekman& Friesen
(1978).

A majorimpedimentto the widespreaduseof FACS is the time requiredto train humanexpertsand
to manuallyscorethe video tape. FACS codingis presentlyperformedby trainedhumanobsererswho
analyzeframe by frame the expressionin eachvideo frameinto componentactions(seeFigure 1). Ap-
proximately300 hoursof trainingarerequiredto achieze minimal competeng on FACS, andeachminute
of videotapetakesapproximatelyonehourto score. An automatedystenmwould malke fast,inexpensve,
and objective facial expressionmeasurementidely accessibldool for researchglinical, education,and
securityapplications.

A numberof groundbreakingsystemsave appearedn the computewision literaturefor facialexpres-
sion recognition. Thesesystemsinclude measuremendf facial motion throughoptic flow (Mase,1991;
Yacoob& Davis, 1994;Rosenblumyacoob.,& Davis, 1996;Essa& Pentland,1997)andthroughtracking
of high-level featureqTian,Kanade& Cohn,2001),methoddor relatingfaceimageso physicalmodelsof
the facial skin andmusculaturgMase,1991; Terzopoulus& Waters,1993;Li, Roivainen,& Forchheimer
1993;Essa& Pentland,1997),methodshasedon statisticallearningof images(Cottrell & Metcalfe,1991;
Padgett& Cottrell, 1997; Lanitis, Taylor, & Cootes,1997;Bartlett, Donato,Movellan, Hager Ekman,&
Sejnavski, 2000),andmethodsasedn biologically inspiredmodelsof humanvision (Bartlett,2001).

Most of the previous work relied on dataset®f posedexpressiongollectedundercontrolledimaging
conditions,with subjectsdeliberatelyfacing the camera. Extendingthesesystemsto spontaneousacial
behaior is a non-trivial problemof critical importancefor realistic applicationof this technology Psy-
chophysicalwork hasshaved that spontaneousacial expressiondiffer from posedexpressionsn their
morphology(which musclesare moved), andtheir dynamics(how the musclesaremoved). For example,
subjectoftencontractdifferentfacialmusclesvhenasledto poseanemotionsuchasfearversusvhenthey
areactuallyexperiencingfear Moreover, spontaneousxpressionshave a fastandsmoothonset,while in
posedexpressionsthe onsetendsto beslow andjerky, andtheactionstypically do notpeaksimultaneously
(Ekman,2001). In addition,spontaneougacial expressiongosea numberof technicalchallengeghatare
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notaddressetly thecurrentgeneratiorof recognitionsystemsFor example, spontaneoufacialexpressions
often occurin the presencef out-of-planerotations,dueto the factthat peoplenod or turn their headas
they communicatespontaneouslwith others. This substantiallychangeghe input to the computervision
systemsandproducesvariationsin lighting asthe subjectaltersthe orientationof his or herheadrelative to
thelighting source.

Two researchheams(UCSD and CMU/Pitt) independentlydevelopedsystemdor automaticallymea-
suringfacial actionsusingcomputervision techniquegBartlett, Hager Ekman,& Sejnavski, 1999;Cohn,
Zlochawer, Lien, Wu, & Kanade, 1999; Donato,Bartlett, Hager Ekman,& Sejnavski, 1999; Tian et al.,
2001).In this project,thetwo researchieamscomparegerformancef their systemsn acommondataset.
Eachdevelopedapproacheso addresghe technicalchallengegposedby spontaneou$acial expressions.
Herewe presentthe UCSD approach.Historically the UCSD teamhaschampionednethodsthat meige
machinelearningtechniguesand biologically inspiredmodelsof humanvision while the CMU/Pitt team
specializen contourbasedrepresentationsf facial features.Both approachesave advantagesanddis-
adwantagesndit is unclearwhich approactwill scalebetterwhenappliedto morerealisticproblems.

2 Previouswork at UCSD

Our previouswork focusedon the usedof unsupervisednachindearningtechniquedo find efficientimage
representationsWe comparedacial actionrecognitionperformanceusingimagefilters derived from su-
pervisedandunsuperviseanachingearningtechniquesThesedata-drvenfilters werecomparedo Gabor
wavelets,in whichtheimagefiltersarepredefinedandcloselymodeltheresponséransferfunctionof visual
cortical receptve fields. Thesefilters canbe considerechdaptve in a developmentalr phylogenicsense.
In additionwe alsoexaminedmotionrepresentationlsasedon optic flow, andanexplicit feature-&traction
techniquehatmeasuredacialwrinklesin specifiedocations(Bartlettetal., 1999;Bartlett,2001).

Image database: We useda databasef directedfacial actionscollectedin a previous collaborationwith
Paul Ekmanat the University of California, SanFrancisco.The full databaseonsistsof 1100sequences
containingover 150 distinct actionsand action combinations,and 24 subjects. A sampleof threefacial
actionsis shavn in Figure2. Ourinitial analysisaddressed?2 facialactions,6 in theupperfaceand6 in the
lower face,performedby 20 subjects.

Adaptive methods: We comparedour techniquedor developingimagefilters adaptedo the statistical
structureof faceimages.ThetechniquesverePrincipalComponenAnalysis(PCA),Local FeaturéAnalysis
(LFA) (Pene & Atick, 1996), Fisherlinear discriminants(FLD), and IndependentComponentAnalysis
(ICA). Principalcomponenanalysis] ocal FeatureAnalysisandFisherdiscriminantanalysisareafunction
of the pixel by pixel covariancematrix andthusinsensitve to higherorderstatisticalstructure Independent
componentinalysisis sensitve to high-orderdependenciesot just covariancesn the data. We employed
alearningalgorithmfor ICA developedin Terry Sejnavski’s laboratorybasedon the principle of optimal
information transferbetweenneurons(Bell & Sejnavski, 1995). The PCA and ICA representationare
describedn moredetailhere.

PCA: ThePCArepresentatiois alsoknown aseigenfices(Turk & Pentland;1991).We performedPCA
on the datasebf differenceimages,where eachdifferenceimagecompriseda pointin R™ given by the
brightnessf the n pixels. The PCA basisimageswerethe eigetvectorsof the pixel by pixel covariance
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AU 1 Inner brow raiser

AU 2 Quter brow raiser

AU 4 Brow lowerer

Figure2: Sampleof threeupperfacial actionsat high intensity muscularcontraction.On the right arethe
differenceimageobtainedby subtractinghe pixel gray-\aluesof a neutralexpressiorimage.Grayis zero,
negative valuesaredarkandpositive valuesarelight. AU: Action Unit.

matrix (seeFigure4a),andthefirst p coeficientswith respecto thenew basiscomprisedherepresentation.
Multiple rangesof componentsveretested,from p = 10 to p = 200, and performancevasalso tested
excluding the first 1-3 components. Best performanceof 79.3% correctwas obtainedwith the first 30
principalcomponents.

ICA: RepresentatiorsuchasPCA (eigenaces)areinsensitve to thehigh-orderdependencieamongthe
pixels,i.e., the obtainedeigenficesdependonly on the pairwise correlationsbetweenimagepixelsin the
trainingdatabaselndependentomponenanalysis(ICA) is ageneralizatiorof PCA thatis sensitve to the
high-orderdependencielsetweerimagepixels, notjust pairwiselineardependenciedVe obtainedan|CA
representatiofor facialexpressiorimagesusingBell & Sejnavski’'s infomaxalgorithm(Bell & Sejnavski,
1995, 1997) algorithm. Independentomponentanalysisdevelopedvery differentimagerepresentations
from the otherimageprocessingechniquesThe ICA representationgerelocal andfeature-lile (seeFig-
ure4b)while thePCArepresentationsheremoreholistic (seeFigure4a). Unlike PCA, thereis noinherent
orderingto theindependentomponent®f the datasetWe thereforeselectedasan orderingparametethe
classdiscriminabilityof eachcomponentdefinedastheratio of between-clas® within-classvariance Best
performancef 96%wasobtainedwith thefirst 75 componentselectedy classdiscriminability Classdis-
criminability analysisof a PCA representationvas previously found to have little effect on classification
performanceavith PCA (Bartlett,Movellan,& Sejnavski, 2001).Of all theadaptve methoddCA gave the
highestperformancef 96% correctgeneralizatiorio novel faceswhereasCA, LFA, andFLD gave 79%
and81%,and76 % accurag respectiely.
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Figure3: ExampleimagedecompositionHere,a differenceimageof alower faceactionis convolved with
afamily of Gaborwavelets. The outputof the decompositions channeledo the classifier

Gabor wavelets: Gaborwaveletsare2-D sinewavesmodulatedoy a Gaussiarenvelope.They areshavn
to be good modelsof the receptve fields found in simple cells of the primary visual cortex (Daugman,
1988).We testedarepresentatiowhichemplo/edafamily of Gaborwaveletsat5 spatialfrequencieand8
orientationgseeFigure4c). To provide robustnesgo lighting conditionsandto imageshiftswe emplo/ed
arepresentatiom which the outputsof two Gabofrfilters in quadraturearesquarecandthensummed.This
representatiofis knowvn as Gaborenengy filters andit modelscomple cells of the primary visual cortex.
Classificatiorperformancavith theGaborrepresentatiomwas96%, matchednly by thelCA representation.

Optic flow: Motion is animportantsourceof informationfor facialexpressiorrecognition.We compared
the imagedecompositiorrepresentationabore to a motion- basedrepresentationFacial motion was ex-
tractedusinga correlation-basedptic flow algorithmwith sub-pixel accurag (Singh,1991). Recognition
accurag usingmotionalonewas86% correct.

Explicit feature measuement: We also examineda feature-basedepresentationhat measuredacial
wrinklesandthedegreeof eye opening. Wrinklesweremeasuredisingimagegradientsn specificlocations,
and eye openingwas measuredis the areaof visible scleralateralto the iris. Recognitionwith explicit

featuremeasurementattainedonly 57%accurag.

Overall Findings: Imagedecompositiorwith gray-lesel imagefilters outperformedexplicit extractionof
facial wrinkles or motion flow fields. Bestperformancewvas obtainedwith Gaborwavelet decomposition
andindependentomponenanalysis gachof which gave 96%accurag for classifyingthe 12 facialactions
(seeTable1). This performanceequaledthe agreementsatesof expert humansubjectson this set of
images.TheGaborandICA representationesmplo/edlocalfilters, which supportgecentfindingsthatlocal
filters areimportantfor faceimageanalysis(Padgeti& Cottrell, 1997;Gray Movellan,& Sejnavski, 1997;
Lee & Seung,1999). Yet, the local propertyalonewasinsuficient, aslocal filters basedon second-order
statistics(LFA andlocal implementation®f PCA), did not performsignificantly betterthanglobal PCA.
Otherpropertiessharecby GaborandICA filters includesensitvity to high-orderdependencieamongthe
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Figure4: Sampleimagefilters for theupperface.a. Firstfour eigenfices.b. Fourindependentomponent
filters. ThelCA filters arelocal, spatiallyopponentandadaptedo theimageensemblec. Gaborwavelets.

Eigenfices 79.3%+ 4
Local FeatureAnalysis 81.1%+ 4
Independen€omponenAnalysis | 95.5%+ 2
Computational Analysis | Fishers LinearDiscriminant 75.7%+ 4
GaborWaveletDecomposition 95.5%+ 2
Optic Flow 85.6%+ 3
Explicit Features 57.1%+ 6
Human Subjects Naive 77.9%+ 3
Expert 94.1%+2

Tablel: Action unit recognitionin novel (i.e., cross-alidation)faceimages.Valuesare percentagreement

with FACSlabelsonthedatabase.




pixels (Field, 1994;Simoncelli,1997),andrelationshipgo visual corticalneurongDaugman1988;Bell &
Sejnavski, 1997).SeeBartlett (2001)for amoredetaileddiscussion.

3 Project Description

3.1 Imagedata

In this project,the two teams(UCSD and Pitt/ CMU) attemptedo recognizefacial actionsin spontaneous
facial behaior. Paul EkmanandMark Frankprovided videotapesof 20 subjectsfrom a deceptionstudy
which includedtwo conditions,named‘Opinion” and“Theft". In the“Opinion” condition,subjectseither
hadto lie or tell thetruth abouta stronglyheldopinion. This conditionwasnot analyzedn this project. The
“Theft” condition,which wasthe focusof this project,emplo/edthefollowing experimentaparadigm:For
half the subjectsa draver contained$50, for the otherhalf the draver wasempty If the draver contained
monegy, subjectsweretold thatthey hadthe choiceof takingit or not. They weretold thatafterwardsthey
would have to corvince an experimenterthat eitherthe draver hadno money or thatthey did not take it.
They weretold thatif they managedo corvince the experimenterthenthey could keepthe mongy. They
werealsotold thatif the experimentethoughtthey werelying, thenthey would have to be subjectedo a
very uncomfortabldoud noisefor 1 minute. Subjectaveregivena sampleof the noiseat the beginning of
the experiment.Subjectscaughtlying werenotactuallypunished.

Frank and Ekman (unpublished)found that deceptioncould be reliably detectedfrom facial actions
scoredby humanFACS coders.The detectionrate basedon FACS codeswassignificantlyhigherthanthe
detectiorrateof both nave humansubjectsandpolice officerswatchingthevideo.

Videotapeswere digitized by YaserYacoobat the University of Maryland, and the image datawas
distributedto the two teamson harddisks. The imagedataconsistecbf 300 gigabytesof 640x 480 color
images.The videowasdigitized at 30 framesper secondwith 2:1 interlacing. The quality of the digitized
imageswasrelatively poorfor currentstandards.

Approximately one minute of video was FACS codedfor eachsubject. FACS codeswere initially
provided only for 10 of the 20 subjectswherethe secondl0 subjectswvereresered for testing. Of the 10
subjectgoriginally designatedor trainingthe computersy wereCaucasian2 wereAfrican American,and
1 wasAsian. Threesubjectswore glassespne hadfacial hair, andonehadanotheroccluder(bandaid)on
his nose.FACS codeswerelater provided for 7 additionalsubjects consistingof 4 Caucasiansl African
American,and2 Asians.Two hadfacialhairandnoneworeglasses.

3.2 Technicalchallenges

This projectis the first seriousattemptto automaticallycodefacial movementin spontaneousacial ex-
pressions.The previous work of both teamsemployed dataset®f posedexpressionsollectedundervery
controlledimagingconditionswith subjectsleliberatelyfacingthe camera Extendingour systemgo spon-
taneoudacialbehaior is a critical stepforward,anda majorcontritution of this projectto basicresearch.
As mentionecearlierin this documentspontaneoutacedatabringswith it anumberof technicalissues
thatneedto be addresseébr computerecognitionof facialactions.Perhapshe mostimportantissuesare:
(1) Thepresencef out-of-planeheadrotationsassubjectanod or turn their headsasthey interactwith the
interviever or respondo a stimulus. This substantiallychangeghe input to the computervision systems,
andit alsoproducesariationsin lighting asthesubjectalterstheorientationof his or herheadrelative to the
lighting sourcey2) Thepresenc®f occlusionsausedy out-of-planeheadrotation,glassesndbeards|3)
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In spontaneoubehaior, thefacialactionsarenottemporallysegmentedandmay not begin with a neutral
expression;(4) The low amplitudeof spontaneoufacial actions;(5) Coarticulationeffects betweenfacial
actions,andbetweerfacialactionsandspeecltrelatedmovements.

Very small samplesize: An unexpectedissuethatcompoundedhesetechnicalchallengesn the current
projectwasthe very small samplesizesavailableto the researcheams. The machinelearningalgorithms
employed by boththe UCSD andPittshurgh teamsrequirea large numberof examplesof eachfacialaction
in orderto accuratelyrecognizehemin novel subjects Large samplesizesareparticularlyimportantwhen
thereis significantimagevariability suchasthatdescribedn this sectionandin Section3.1. Tablesindi-
catingthe numbersof examplesof eachAU in the FACS codesprovided by the Rutgersteamaregivenin
the Appendix. The numbersarevery small. Hencethe two teamsagreedwith Kathy Miritello andthe two
technicalreviewers(YaserYacoobandPietroPeronaYo usethe datafrom all 20 subject$ for development,
andtest performanceusing leave-one-outcross-alidation (Tukey, 1958). This proceduremaximizesthe
available datafor training systemparameters.n this procedure datafrom all but one subjectis usedto
estimatesystemparametersandthe remainingsubjectis usedfor testing. The parameterare deletedand
re-estimatednultiple times, eachtime leaving out a differentsubjectfor testing. Meantestperformance
providesan estimateof generalizatiorperformancen novel subjects.For technicalreasonsgdatafrom 17,
not 20 subjectsvasemployed.

Evenwith leave-one-outcross-alidation, small samplesizescontinuedto be an overridingissue. The
two teamsjn conjuctionwith thetwo technicakeviewers,conferredn Juneto definesomerecognitiortests
for which therewassuficient datato train andtesttheir systemsThesetestsaredescribedn Sectior4.

4 Comparisontests

The Pittshurgh andUCSD teamsselectedwo tasksto testtheir systems.The tasksinvolve detectionand
discriminationof of actionunit 45 (blinks), actionunits 1+2 (brow raise)andactionunit 4 (brow lower).
Figure 5 shavs examplesof eachof theseaction units. The main criteria for selectingthesetaskswas
the presencef a minimally suficient numberof examplesfor training the computerandthe relevanceto
detectingpsychologicabktatessuchasalertnessanxiety andsurprise lt is importantto emphasizéhatwhile
thesetestsevaluateonly afew basicfacialmovementsthe goal of this projectwasnot to develop systems
that performedwell on thesespecifictests. Both teamsattemptedo develop generalpurposeapproaches
to FACS recognitionthat could generalizeto other facial actions,provided suficient training datawere
available. It may be possibleto develop ad-hocprocedureghat capitalizeon the specificsof detectionof
blinks and brow raiseson this database However, this wasnot the purposeof our work, for suchad-hoc
proceduresnaynotgeneralizevell to otheractionunitsandotherdatabases.

Examplesin which the Rutgerscoderandthe Pittshurgh coderdisagreedn the presencef the action
unit wereexcludedfrom thetests.Thetablesin the Appendixgive the quantitiesof eachactionunit coded
by the Rutgerscoder The table shavs, for example,that the Rutgerscoderdetecteda viable numberof
examplesof actionunit 7. The Pittshurgh coder however, disagreedvith mostof the examplesof action
unit 7, andhenceAction Unit 7 wasnot consideredor the preliminarytests.

For eachactionunit, the Pittshurgh coderdefineda sequencevindow containingthe beginningandend
of the action,wherethefirst andlast frameof the sequencevasascloseto neutralaspossible.Often, this

!For technicalreasonsdatafrom 17, not 20 subjectsvasprovided. Theamountof datacould be morethandoubledsimply by
providing FACS codesfor the additional3 subjectsplusthe Opinionconditionfor all 20.
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Figure5: Exampleof actionunit 45 (left), 1+2 (center)and4 (right).

wasoneframeon eithersideof the beginningandendof the AU, but sometimedt wasnotassimpleasthat.
Pleasereferto the reportby the Pittshurgh groupfor moreinformation. The Pittshurgh andUCSD teams
agreedo usethefirst frameof eachsequencd their systemgequireda neutralframe.

1. Blinks

Blink detection(AU 45) wasselectedhsa basictestof theability of the computersystemso classify
a simplefacialmovementin this highly variableimagingernvironment. Blinks werechoserbecause
of their relevanceto applicationssuchasmonitoringof alertnesaindanxiety andbecauseherewas
significantly more training datafor blinks thanfor ary otherfacial action. The positve examples
consistedf every sequenceontaininga blink for which the RutgersandPittshurgh codersagreeca
blink waspresent.Someof thesesequencesontainedmultiple blinks or “flutters” without a return
to neutral. Therewere 184 blinks occurringin 168 sequencesThe negative sampledor this task
consistedf 184 randomlyselectedsequencematchedby subjectandlength. The only criteriawas
that the negative sequencalid not containa blink. The humansubjectcompositionof this dataset
consistedf 7 Caucasiang African Americans,1 Asian,3 subjectswith glassespnewith facialhair,
andonewith aband-aidon his nose.

2. Brows

Thebrow region containeccontainedacialactionsof importancefor monitoringpsychologicaktates,
and for which we had a reasonableamountof training data. The two teamscorverged on a three
catayory testsrelatedto the brow region:

(A) The first catgyory, which we named“brow raise” containedcombinationsof AU1 and AU2.

Therewere48 examplesof brow raisesfrom 12 subjectdor which the RutgersandPittsturgh coders
agreed. Includedin this categyory is ary sequenceontaininga AU1+2, regardlessof co-occurring
actions.Therewere38 examplesof AU1+2aloneperformedby 10 subjects9 examplesof AU1+2+5
performedby 4 subjects,and 1 exampleof AU1+2+5+7. The humansubjectcompositionof this
datasetonsistedf 7 Caucasians3 African Americans2 Asians,4 subjectswith glassesand2 with

facialhair.

(B) Thesecondcatgyory wascalled“brow lower” andconsistef sequencesontainingAU4 (brow
furrow) andor strong AU9 (nosewrinkle, which also lowersthe brows). Therewasa total of 14
examplesof AU 4 and/orstrongAU9 for which both codersagreed andthesewere performedby 9
subjects. Therewere 8 examplesof AU4 alone,1 exampleof AU9 alone,1 exampleof AU4+9, 2
examplesof AU4+1, 1 exampleof AU4+5, and2 examplesof AU4+7. Therewere no examplesof
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AU1l+2+4onwhichthe RutgersandPittshurgh codersagreed.Thehumansubjectcompositiorof this
datasetonsistedf 5 Caucasians3 African Americans,1 Asian, 1 subjectwith glassesand?2 with
facialhair.

(C) Thethird categyory consistedf randomlyselectedsequencewhich did not containimagesof cat-
egoriesA andB. Thesesequencewerematchedoy subjectandlengthto thesequencem catayories
A andB. A total of 62 randomsequencewereselected.

5 Technical Approach

Weidentifiedout-of-planeotationsasthemostimportanttechnicalkhallengdor applicationof ourprevious
researchmethodgo this databaseOur approachappliesstatisticalmethodddirectly to imagesor filter bank
imagerepresentationsWhile in principle suchmethodsmay be able to learnthe invariancesunderlying
out-of-planerotations,in practicethe amountof dataneededo learn suchinvarianceswould be beyond
the scopeof this project. Instead we decidedto reducethe effect of this sourceof variability by using3D
models.Theideais to fit 3D modelsto theimageplane texturethosemodelsandwarptheminto canonical
views (e.qg.,frontal views) andfacegeometriesTheapproactcanbe characterize@s3D facewarping,and
it is a generalizatiorof the 2D warpingapproachwe usedin our previouswork (Bartlett, Viola, Sejnavski,
LarsenHager & Ekman,1996;Movellan,1995).

While we believedthisapproacthadgoodchancegor successye alsoidentifiedreasongor its potential
failure: (1) Automaticestimationof 3D posefrom 2D imagesmay not feasiblewith todays technology;
(2) Evenif 3D poseestimationis possible,the distortionsintroducedby the warping processmay still
overwhelmthe statisticalclassifiers;(3) Evenif the warpingprocessdoesnot introducemajor distortion,
usinghighdimensionalmagedata,insteadof parameterizedontourmodels,mayoverwhelmthe statistical
classifiersspeciallyfor spontaneoufacial actionswhich areknown to have arelatively low signalto noise
ratio.

Basedon the fact that we had limited time and humanresourcesve decidedto concentratenost of
our work on answeringquestiong2) and(3). Onceit becameclearthatthe approachwaspromising,one
memberof our groupstartedworking onthe problemof realtime, automaticestimationof 3D pose.

5.1 3D poseestimation

First we developeda systemfor estimatingfacegeometryand 3D posefrom hand-labeledeaturepoints.
This allowed usto testthe feasibility of our approactbeforeallocatingthe resourcesequiredto tacklethe
problemof fully automate®D poseestimation.n additionthelabeledimageswereusedto provide ground
truth for training automaticfeaturetracking and automatic3D posetrackingalgorithms. In parallel,one
memberof our groupis on anextendedvisit to Matthev Brandat MERL, who recentlydevelopeda stateof
theart methodfor recovering 3D modelsfrom 2D imagesequence@rand,2001).

Whenlandmarkpositionsin theimageplaneareknown, the problemof 3D poseestimationis relatively
easyto solve. While deterministicalgorithmsarepossiblewe decidedo usea stochastidiltering approach
thatcould be easilymodifiedfor the casein which landmarkpositionsare unknavn, andare estimatedsi-
multaneouslyWe did somepreliminarystudiesandfoundthatwhenuncertaintyis introducedn thefeature
positions the stochastidiltering approactperformedsignificantlybetterthanthe mostrobustdeterministic
algorithms(Figure6).
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Figure6: Ontheleft, the performanceof the particlefilter is shavn asa functionof the numberof particles
used.Ontheright the performancef the particlefilter andthe Ol algorithmasa functionof noiseaddedo
thetrue positionsof features.

5.1.1 Estimation of FaceGeometry

We startwith a canonicalwire-meshfacemodel(Pighin, D, Szeliski,& Salesin, 1998)whichis thenmod-
ified to fit the specifichead-shapef eachsubject. To this effect 30 imagesare selectedrom eachsubject
to estimatethe facegeometryandthe positionof 8 featureson theseimagesis labeledby hand(earlobes,
lateralandnasalcornersof the eyes,nosetip, andbaseof the centerupperteeth).Basedonthose30images
the 3D positionsof the 8 tracked featuress recoreredusing standardccomputervision techniques A scat-
tereddatainterpolationtechnique(Pighin et al., 1998)is thenusedto modify the canonicalfacemodelto

fit the 8 known 3D pointsandto interpolatethe positionsof all the otherverticesin the facemodelwhose
positionsare unknavn. In particular given a setof known displacements;; = p; — p? away from the
genericmodelfeaturepositionsp?, we computedthe displacementgor the unconstrainedertices;j. We

thenapplieda smoothvectorvaluedfunction f (p) thatwefit to theknown verticesu; = f(p;) from which

we cancomputeu; = f(p;). Interpolationthenconsistsof applying

f(p) chmﬁ(llp—pil\) 1)

to all verticesp in the model,where¢ is aradialbasisfunction. The coeficientsc; arefoundby solvinga
setof linearequationghatincludesthe interpolationconstraintau; = f(p;) andtheconstraintsy ", ¢; = 0
and)_, ¢;p; = 0.

5.1.2 Particle filters

3-D poseestimationcan be addressedrom the point of view of statisticalinference. Given a sequence
of imagemeasurement® = (Oy,---,0;), a fixed face geometryand cameraparametersthe goal is
to find the mostprobablesequencef poseparameterss = (S, --- ,S;) representinghe rotation, scale
andtranslationof the faceon eachimageframe. In probability theory the estimationof S from O is a
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known “stochasticfiltering”. The main adwantageof probabilisticinferencemethodsis thatthey provide
a principledapproacho combinemultiple sourcesof information,andto handleuncertaintydueto noise,
clutterandocclusion.Markov ChainMonte-Carlomethodsprovide approximatesolutionsto probabilistic
inferenceproblemswhich areanalyticallyintractable.

We exploreda solutionto this problemusingMarkov ChainMonte-Carlomethodsalsoknown ascon-
densatioralgorithmsor particlefiltering methods(Kitagava, 1996;Isard & Blake, 1998). Our approach
worked asfollows. First the systemis initialized with a setof n particles. Eachparticleis parameterized
using 7 numbersrepresenting hypothesisaboutthe positionand orientationof a fixed 3D facemodel: 3
numbergdescribingtranslationalongthe X, Y, and Z axesand4 numbersdescribinga quaternionwhich
givesthe angleof rotationandthe 3D vectoraroundwhich the rotationis performed. Sinceeachparticle
hasanassociate@D facemodel,we canthencomputetheprojectionof 8 facialfeaturepointsin thatmodel
ontotheimageplane.Thelikelihoodof theparticlegivenanimageis assumedo beanexponentiafunction
of the sumof squarediifferencedetweerthe actualpositionof the 8 featureson the imageplaneandthe
positionshypothesizedby theparticle. In futureversionghislik elihoodfunctionmaybebasednthe output
of featuredetectorsand/oroptic flow algorithms.At eachtime stepeachparticle“reproduces’with proba-
bility proportionalto thedegreeof fit to theimage.After reproductiorthe particlechangegprobabilistically
in accordanceo a facedynamicsmodel,andthe likelihood of eachparticle giventhe imageis computed
again. It canbeshavn (Kitagava, 1996)thatasn — oo the proportionof particlesin a particularstatesat
aparticulartime convergesin distribution to the posteriorprobability of the stategiventheimagesequence
up to thattime
ni(z)

lim
n—oo n

= P(S; =201, - ,0) (2)

wheren,(z) representshe numberof particlesin statez attime t. The estimateof the poseattime ¢ is
obtainedusinga weightedaverageof the positionshypothesizedy then particles.

We comparedhe particlefiltering approachto poseestimationwith a recentdeterministicapproach,
known asthe orthogonaliteration (Ol) algorithm (Lu, Hager & Mijolsness,), which is known to be very
robustto theeffectsof noise.

Performancef the particlefilter wasevaluatedasa functionof the numberof particlesused.Error was
calculatedasthe meandistancebetweerthe projectedpositionsof the 8 facial featuresbackinto theimage
planeandgroundtruth positionsobtainedwith manualfeaturelabels. Figure6 (Left) shovs meanerrorin
facialfeaturepositionsasafunctionof thenumberof particlesused.Error decreaseexponentially and100
particlesweresuficientto achiare 1-pixel accurag (similar accurag to thatachieved by humancoders).

A particlefilter with 100 particleswastestedfor robustnesgo noise,andcomparedo the Ol algorithm.
Gaussiamoisewas addedto the positionsof the 8 facial features. Figure 6 (Right) gives error ratesfor
bothposeestimatioralgorithmsasa functionof the varianceof the Gaussiamoise.While the Ol algorithm
performedbetterwhentheuncertaintyaboutfeaturepositionswasvery small(lessthan2 pixelsperfeature).
The particlefilter algorithm performedsignificantly betterthan Ol for more realistic featureuncertainty
levels.

5.1.3 Fully automatedrealtime 3D posetracking

The FACS classificationresultspresentedereare basedon the outputof the 3D poseestimationsystem
which emplg/s hand-labeledeaturepoints. However the particlefiltering approachextendsin a principled
way for easyintegrationwith stateof theart methoddor realtime 3D tracking.In particular onememberof

ourteam,is makinganextendedvisit to Matthev Brands laboratoryat MERL. Oneof our goalsis to meige
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Figure7: A demonstratiorof Brands realtime 3D facetrackingmethodat work on Subject19.

the particle filtering approachwith his recently publishedmethodfor realtime 3D facetracking (Brand,
2001). Figure 7 shawvs an exampleof the currentprototypeat work on one of Subject19 from the current
database.

5.2 Generation of imagerepresentation.

Once3D posewasestimatedfaceswererotatedto frontal andwarpedto a canonicafacegeometry Image
warping was performedusing the interpolationtechniquedescribedn Section5.1.1. It hasbeenshavn

that for facerecognition,methodssuchas eigenficesgive superiorperformancenvhenfacesare warped
to a canonicalgeometry(Wechsler Phillips, Bruce, Fogelman-Soulie& Huang,1998). For expression
recognition,it may be even moreimportantto remove variationsin faceshape.An exampleoutputof the
facerotationandwarpingsystemis shavn in Figure8.

Figure8: Originalimage,modelin estimategose andwarpedimage.

Imageswere scaledand croppedautomaticallyfrom the output of the poseestimationand warping
system.lmageswerecroppedto 192 x 132 with 105 pixels betweerthe eyes. The vertical positionof the
eyeswas0.670of thewindow height. Pixel brightnessewerelinearlyrescaledo [0,255],andpassedhrough
asofthistogramequalizatiorperformedusingalogisticfilter with parametershoserto matchthe meanand
varianceof the pixel valuesin the neutralframe. Differenceimageswereobtainedby subtractinga neutral
expressiorframefrom the subsequerframesin eachsequence.

Our previouswork demonstratethat Gaborwaveletfilters andindependentomponentinalysis(ICA)
werethe mosteffective forms of imagerepresentatioamongthosewe testedfor facialactionrecognition.
Thedifferenceimageswerepassedhroughthe Gaborfilters describedn Section2. A bankof Gaborfilters
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at 5 spatialfrequenciesand8 orientationsvasemplo/ed. The amplitudeof the outputwascalculatedand
passedo the classifier Figure 9 shavs the userinterface of our currentsystem. The systemworks on
MSWindows andLinux ervironments.

Figure9: Userlnterfacefor the UCSD FACSRecognitionSystem.The cune shavs the outputfor theblink
detectorduringtherelaxationphaseof a blink. Theimageshavn was5 framespastthe peak.

5.3 Classification.

Oncetheimagerepresentatiors obtainedt is channeledo a statisticalclassifier In the currentversionwe
areusingsupportvectormachines Supportvectormachinesintroducedby V. Vapnikin 1992,areproving
to be excellentclassifierdor avery wide variety of problems By effectively embedding/ectorsin a higher
dimensionalspace wherethey may be linearly separable SVM'’s can solwve highly non-linearproblems.
Theobjective of supportvectormachiness to find ahyperplanghatseparatethedatacorrectlyinto classes
with asmuchdistancefrom that planeaspossible. The training vectorsclosestto the optimal hyperplane
are calledthe supportvectors. SVMs tendto achieve very good generalizatiorrateswhen comparedo
otherclassifiersbecausehey focuson thesemaximally informative exemplars,the supportvectors. The
computationatompleity of anSVM depend®nthenumberof trainingexamplesput notonthedimension
of theembeddingspaceor onthe dimensionf the original vectors.This is well suitedto mary expression
recognitionproblemswhich tendto involve relatively smallsetsof trainingsamplegorderhundred)while
eachmagerepresentatiomectormaybe quitelong (ordermillion dimensions)Thedimensiornof the Gabor
representatiorfor example,is the numberof pixelstimesthe numberof filters.
Supportvectormachinesveretrainedandtestedonthe AU peakframes,asidentifiedby the Pittshurgh
FACS coder Gaborrepresentationsomprisedthe input to the SVM’s. We alsoexaminedperformanceof
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the SVM’s applieddirectly to the differenceimageswithout the Gabofrfilters.

The outputof the classifierswasthenfed to a bank of hiddenMarkov models,to take advantageof
dynamicinformationin the outputof the classifier HiddenMarkov modelsweretrainedandtestedon full
sequencesyithout informationaboutthe locationof the AU peak. We comparedoerformanceof HMM' s
trainedon the outputsof the SVM’s to HMM'’ straineddirectly on Gaborrepresentations.

6 Reseach Questions

We designeda seriesof teststo explorethefollowing researchyuestions:

1. Image alignment: It wasan openquestionwhether3D poseestimationandwarpingwould in fact
improve recognitionperformanceover 2D alignmentmethods,or whethernoiseintroducedin the
processwould interferewith recognition. We tested: (1) A 3D facemodelwith geometryadapted
to eachsubjectbasedon 8 anchorpoints;(2) A planemodel,whichis equivalentto the 2D warping
approachusedin our previousresearchFutureexperimentswill testothermodels,suchascylinders,
or ellipsoids.

2. Image representation: We comparedrepresentationbasedon: (1) Raw pixel levels; (2) Gabor
enegy filters. We also experimentedwith different spatialfrequeny rangesfor the Gaborfilters.
Futureexperimentswill testalternatve representationsuchasICA andPCA.

3. Classifier: Herewe examinedHMM trainedon the outputsof SVM's andtrainedon Gaborfilter
bankrepresentationsWe also examinedHMM'’ s traineddirectly on dimensionality-redusd Gabor
representationsatherthanSVM outputs.Futuretestswill includediffusion networks (arecentcom-
petitorof HMMSs), Bayespoint Machinegarecentcompetitorof SVMs), multilayerneuralnetworks,
andstandarchearest-neighbarlassifiers.

7 Results

All resultsreportedn this sectionarefor generalizatiorio novel subjectstestedusinglease-one-outross-
validation. Theresultsaresummarizedn Table4.

7.1 Blinks

Action unit dynamicswereincorporatedusingHiddenMarkov Models. Hidden Markov modelswere ap-
pliedin two ways: (1) Taking Gaborrepresentationasinput, and(2) Taking SVM outputsasinput.

HMM on Gabors: HiddenMarkov modelsweretrainedon Gaborrepresentationsf the Blink andNon-
Blink sequencesysing methodssimilar to thosein Bartlett et al. (2000). All differenceimagesin each
sequenceavere convolved with Gaborfilters at 5 spatialfrequenciesand 8 orientations. Becausehe di-
mensionof the Gaboroutputis too greatfor training HMM' s, the Gaboroutputwasfirst reducedto 100
dimensiongerimageusingPCA. Six sequencepersubject,3 blinks and3 non-blinks,wereemployedfor
generatinghe principalcomponentigemwvectors.PCA wasperformedfor eachof the 5 spatialfrequencies
separatelywhich hasbeenshavn to be moreeffective for facial expressionanalysisthanperformingPCA
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on all of the outputstogether(Cottrell, Dailey, Padgett& R, 2000). Thefirst 20 principal componentgor
eachspatialfrequeny wereretained producinga 100-dimensionalepresentationectorfor eachimage.

Two hiddenMarkov models,onefor Blinks andonefor NonBlinks,weretrainedandtestedusingleave-
one-oufcross-alidation. A mixture of GaussiansnodelwasassumedTestsequencewereassignedo the
catayory for which the probability of the sequencgiventhe modelwasgreatestThe numberof statesvas
variedfrom 1-10, andthe numberof Gaussiansvasvariedfrom 1-7. Bestperformanceof 95.7%correct
wasobtainedusing5 statesand3 Gaussians.

Includingthefirst derivative of the obsenationsin the input to the HMM’ s hasbeenshavn to improve
recognitionperformancedor speech(Rabiner 1989)and lipreading(Movellan, 1995). The HMM' s were
trainedagain,this time with 200dimensionsn the input consistingof the 100 Gabordimensionsandtheir
first derivative. The first dervative wasapproximatedoy (¢) = (O(t 1) — O(¢t — 1)) 2. Classifica-
tion performanceon this obsenation setwas89.9%using1 stateand1 Gaussian.The slight reductionin
performancemay be dueto the large numberof parameterso be estimatedor an HMM with 200 input
dimensions.

HMMs on SVM outputs: SVM’s werefirst trainedto discriminateblinks from non-blinksin individual
frames. A nonlinearSVM appliedto the Gaborrepresentation84.3%correctgeneralizatiorperformance
for discriminatingblinks from non-blinkswhenusing the peakframes. The nonlinearkernelwas of the
form —— where is Euclideandistanceand is aconstant.Here = . Consistenwith our previous
findings(Littlewort-Ford, Bartlett,& Movellan,2001),Gaborfilters madethe spacemorelinearly separable
thantheraw differenceimages.A linear SVM on the Gaborsperformedsignificantlybetter(93.5%)thana
linear SVM applieddirectly to differenceimages(78.3%). Neverthelessa nonlinearSVM applieddirectly
to thedifferenceémagesperformedsimilarly (95.9%)to the nonlinearSVM thattook Gaborrepresentations
asinput.

Figure 10 shaws the time courseof SVM outputsfor Blinks and Non Blinks. The SVM outputwas
the magin (distancealongthe normalto the classpartition). All time coursesshavn are “test” outputs.
The SVM wastrainedon the other9 subjects andthe outputshawvn is that for the testsubject. A sample
distribution from a singlesubjectis shavn onthetop of Figure10, anda sampledistribution from multiple
subjectds shavn on thebottom. Althoughthe SVM wasnot trainedto measurghe amountof eye opening,
it is anemegentproperty Figure 11 shavs the SVM trajectorywhentestedon a sequenceavith multiple
peaks.

For eachexamplefrom thetestsubjectin theleave-one-outross-alidation,the outputof the SVM was
obtainedfor the completesequenceThis producedSVM outputsequencefor 10 “test” subjects. HMM’ s
were then trained and testedusing leave-one-outcrossvalidation on these“test” outputs. The HMM's
gave 98.1% generalizatiorperformancefor discriminatingblinks from non-blinks, using 5 statesand 3
GaussiansTheseresultswereobtainedusingthe outputsof a nonlinearSVM trainedon differenceimages.
We arepresentlytestingwhethermperformancewill improve whenthe SVM takesGaborsasinput.

TheHMM trainedon thesetrajectoriesmissedonly oneblink. The peakimageof the missis shavn in
Figure 12a. Note thatoneeye is open. In the presenimplementationthe SVM wastrainedon both eyes
simultaneouslyln futurework, theleft andright sidesof thefacecanbe processedeparatelyAn example
falsepositive is shavn in Figure12h Figurel2 alsoprovidesanexampleof animagerotationwith a poor
(a) andgood(b) fit to thegeometridacemodel.
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Figurel0: a. Blink andnon-blinktrajectoriesof SVM outputsfor onesubject{Subjectt). Theseareoutputs
of anonlinearSVM trainedon differenceimages. Starindicatesthe locationof the AU peakascodedby
thehumanFACS expert. b. Blink andnon-blinktrajectoriesof SVM outputsfor four differentsubjects.
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Figurel2: a. A blink incorrectlyclassifiedasanon-blinkby theHMM. Theimageshaown is the peakframe.
Thestaronthe SVM trajectoryindicatesthelocationof the peakascodedby thehumanFACSexpert.b. A
non-blinkincorrectlyclassifiedasablink by theHMM. Theimageshown is the 6th framein thesequence.

7.2 Brows

HMM on Gabors: HMM'’s weretrainedon the 3-catgjory decision(Brow Raisevs. Brow Lower vs.

Non-brav motion)taking Gaborrepresentationsf the bron imagesasinput. All differenceimagesn each
sequencevereconvolved with Gaborfilters at5 spatialfrequenciesand8 orientations Dimensionalitywas
thenreducedo 100by takingthefirst 20 principalcomponent®sf eachspatialfrequeng. ThePCA-reduced
Gaborscomprisedtheinputto 3 HMM' s, onefor eachof the threebrow cateyories. Bestperformanceof

70.16%was obtainedusing 2 states,2 Gaussianandfirst derivatives. If the Brow Lower catajory was
omitted,performanceaisedto 90.91%. The confusionmatrix for theseHMM’ sis givenin Table3.

HMM on SVM outputs: Sincethis is a 3-cat@ory taskand SVMs are originally designedfor binary
classificatiortasks,we traineda different SVM on eachpossiblebinary decisiontask: Brow Raiseversus
matchedandomsequencefA vs. C), Brows Lowerversusanothersetof matchedandomsequencefB vs.
C), andBrow RaiseversusBrows Lower(A vs. B). The outputof thesethreeSVM’s wasthenfedto abank
of HMMs for classification.SVM theorycanbe extendedin variouswaysto performmulticlassdecisions
(e.g. (Lee,Lin, & Wahba,2001)). In future work, a multiclassSVM will beincludedasinputto dynamic
modelsaswell.

ThreehiddenMarkov modelsweretrained,onefor eachof the threeclassesThe inputto eachHMM
consistedof threevalues: the outputsof one SVM for eachof the three 2-catgory decisionsdescribed
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abore. For A vs. C we usedthe nonlinearSVM trainedon differenceimages;For B vs. C we usedthe
nonlinearSVM trainedon Gabors;andFor A vs. B we usedthe linear SVM trainedon differenceimages.
At thetime, thesewerethebestperformingSVM’sfor eachtask. As before the HMM’ sweretrainedonthe
“test” outputsof the SVM’s. The HMM' s achieved 66.94%accurag using6 states,” Gaussianandfirst

derivatives. If the Brow Lower cateyory wasomitted,performanceaisedto 89.53%. The confusionmatrix

is givenin Table2.

Automated System
Manual Coder Brow Raise BrowsLower MatchedRandomSequences
Brow Raise 39 5 4
Brow Lower 2 6 6
MatchedRandomSequence 5 19 38

Table2: Confusionmatrix for HMM trainedon SVM outputs. Overall agreement 66.94%. Agreement
omitting Brow Lower = 89.53%.

Automated System
Manual Coder Brow Raise Brow Lower MatchedRandomSequences
Brow Raise 35 6 7
Brow Lower 0 7 7
MatchedRandomSequence 1 16 45

Table 3: Confusionmatrix for HMM trainedon PCA-reducedGabors. Overall agreement= 70.16 %.
Agreemenbmitting Brow Lower=90.91%.

Brow movementtrajectories: Figure 13 shavs exampleoutputtrajectoriesfor the SVM trainedto dis-
criminateBrow Raisefrom Non-brav motion. Trajectoriesfor anindividual subjectareshavn in (a) and
for multiple subjectsn (b). Theoutputtrajectoriedor the brows werenoisierthanfor theblinks. Neverthe-
lessaswith the blinks, we seethatdespitenot beingtrainedto indicateAU intensity anemegentproperty
of the SVM outputwasthe magnitudeof the brow raise. Maximum SVM outputfor eachsequencevas
positively correlatedwith actionunit intensity as scoredby the humanFACS expert( =  ,t( 2) =
1,p = 0001 ). Figure13ashavs an examplefalsepositive trajectory This falsepositve wasdueto
verticalalignmenterrorresultingfrom humanerrorin markingfeaturepositions.Whena differenceimage
is generateda verticalalignmenterrorwill produceanimagevery similarto oneproducedoy abrow raise.
Figure14 shavs sampleoutputtrajectoriesor an SVM trainedto discriminateBrow Lower from Non-

brow motion. The outputtrajectoriesare noisierfor Brows Lower thanfor the Brow Raisecateyory. The
SVM outputsarealsolesspredictive of AU intensity Theremay have beeninsuficient datato learnthis
propertygiventhevery smallsamplesize(14 sequencesjelative to theamountof variability in thedatadue
to factorssuchasthe presencef glassesyariety of racesyvariety of facialactions(4, 1+4,and9), variety
of actionintensities andalignmenterror

Discriminating Brow Raisefrom Non-brow motion: A systemwasspecificallytrainedto discriminate
Brow Raisefrom Non-brav motion. HMM’ s weretrainedon the outputsof a nonlinearSVM appliedto
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Figurel3: a. Brow raiseandnon-brav raisetrajectoriesof SVM outputsfor onesubject{Subject20). These
areoutputsof a nonlinearSVM trainedon differenceimages.LettersA-D indicatethe intensityof the AU
ascodedby thehumanFACSexpert,andareplacedatthepeakframe. Notethefalsepositive. b. Brow raise
andnon-brav raisetrajectoriesof SVM outputsfor four differentsubjects.
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Figure14: a. Brows loweredandnon-brav loweredtrajectoriesof SVM outputsfor four subjects.These
areoutputsof anonlinearSVM trainedon Gabors LettersA-D indicatetheintensityof the AU ascodedby
thehumanFACS expert,andareplacedat the peakframe.

Gaborimages Bestperformanceff 90.6%correctwasobtainedwith 3 statesandl Gaussianandincluding
first derivativesof the obseration sequence.

Discriminating Brow Lower from Non-brow motion: A secondsystemwasspecificallytrainedto dis-
criminateBrow Lower from Non-brav motion. HMM'’ s weretrainedon the outputsof a nonlinearSVM
appliedto Gaborimages.Bestperformanceff 75.0%correctwasobtainedusingl state 4 Gaussiansand
first derivatives.

Discriminating Brow Raisefrom Brow Lower We alsotesteda systemspecificallytrainedon discrimi-
natingBrow Raise(AU1+2)from Brow Lower (AU4). HMM' sweretrainedon the outputsof alinearSVM
appliedto differenceimages.Bestperformancef 93.5%correctwasobtainedusing9 states6 Gaussians
andfirst derivatives. Givenknowledgethata brov movementhasoccurred,t appeardo berelatively easy
to decidewhetherthe movementwasup or down.

HMM
onGabor onSVM
Blink vs. Non-blink 95.7 98.1
Brow Raisevs. MatchedRandomSequences - 90.6
Brow Lowervs. MatchedRandomSequences - 75.0
Brow Raisevs. Brow Lower - 93.5
Brow Raisevs. Lowervs. Random 70.2 66.9

Table4: Summaryof results.All performancegarefor generalizatiorio novel subjects.
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7.3 SVM’'son 2D alignedimages

In orderto evaluatethe benefit,or cost,of the 3D rotation,2-D alignedimageswerealsogeneratedThese
imageswererotatedin the planesothatthe eyeswerehorizontal andthencroppedandscaleddenticallyto
the 3D rotatedimages.In the 2D alignedimagestheaspecratio wasadjustedsothattherewere 105 pixels
betweertheeyesand120pixelsfrom eyesto mouth.

A nonlinearSVM taking differenceimagesasinput obtained95.5%accurag for detectingblinks from
non-blinks. This wasidenticalto performanceusingthe 3-D rotations. For blink detectionusingSVM'’s,
nothingappeardo have beengainedor lost by performing3D alignment.

Detectionperformancdor Brow Raise(A vs. C) using2D alignedimagesvas83.3%.This performance
wasobtainedusinga nonlinearSVM appliedto differenceimages. The sameSVM appliedto 3D rotated
imagesperformedat 88.5%correct. The 3D rotationandwarpingsignificantlyimproved the detectionof
brow raises.

7.4 Spatial frequency

Thereappearedo be a rangeof spatialfrequenciedor the Gaborfilters that gave bestperformancewith

the SVM’'s. We experimentedwith setsof 5 spatialfrequencieseparatedy 1/2 octave steps. For the
brow raisesthe mostrobust performancavas obtainedusing 6-24 cyclesper faceavidth, wherefaceavidth

is measuredempleto temple. Performancevasthe samefor 3-12 cycles per facevidth using nonlinear
SVM'’s, but droppedfor the linear SVM’'s. Performancdor both linear and nonlinearSVM's dropped
slightly for the lowestspatialfrequenyg rangeof 1.5-6 cyclesperfacavidth, anddroppedsignificantlyfor

the higher spatialfrequenyg rangeof 12-48 cyclesper facavidth. For the blinks, performancepealed at
3-12cyclesperfacavidth.

7.5 Precisionof the feature labels

Theresultspresentednhererely on a 3D poseestimationstage which requiredknowledgeof the position8
facialfeatures As mentionecearlierthe technologyalreadyexists for automatiareal-time3D poseestima-
tion, but we did not have the time to repeatthe testsusingthe automatedD poseestimator However it
is of interestto notethatthe accurag of the handlabeledpointswasin factvery poorandthatwe expect
theresultsto improve with the automate®D poseestimator The featurepositionswerelabeledby unpaid
undegraduateassistantsvho waiteduntil finalsweekto do mostof their featuremarking. It is well knovn
in experimentalbsychologythathumandatacollectedundersuchconditionstendsto lackin reliability. We
assessethereliability of thesdabelsby carefullylabelingasampleof images.Themeandeviation between
thetwo setsof labelswas4 pixels,with a standardleviation of 8.7 pixels. Notethe high standardleviation.
The assistant®ftenfailed to move the mousewhenthe headmoved, resultingfor example,in eye corners
beingmarked on the subjects cheek. We attribute this lack of reliability to humaninattentionratherthan
humanerror, asthevariability in featurepositionswhenhumansareattendingto the taskis certainlymuch
smaller Basedon preliminarywork we anticipateperformancedo improve whenthe automatic3D tracker
is used.

8 Discussion

Earlierin thisdocumentveidentifiedthefollowing issueghatneededo beaddresselly thenext generation
of automatidFACSrecognitionsystems{(1) Thepresencef out-of-planeneadrotations;(2) Thepresencef
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occlusiongausedy out-of-planeneadrotation,glassesndbeards(3) Videosggmentationln spontaneous
behaior, thefacialactionsarenottemporallysegmentedandmay not begin with a neutralexpressionj4)
The low amplitudeof spontaneousacial actions; (5) Coarticulationeffects betweenfacial actions,and
betweerfacialactionsandspeectrelatedmovements.

Theresultspresentedhereareanimportantsteptowardsthe solutionof theseproblems We shavedthat
3D trackingandwarpingfollowed by machindearningtechniqueglirectly appliedto thewarpedimagesjs
aviableandpromisingtechnologythatmaybecapableof addressingll theseissues This systememplo/ed
generapurposdearningmechanismsghatcanbe appliedto recognitionof ary actionunit. Thereis noneed
to definea setof ad-hocparametersr imageoperationdor eachfacialaction.

Ontestsfor recognitionof somebasicfacialmovementsthis systemattained8%accurayg for detecting
blinks in novel subjects91% accurayg for brow raises,94% accurag for discriminatingbrow raisesfrom
lowering of the brows, and70% accurag for a 3-alternatie decisionbetweerbrow raise,brow lower, and
randomlyselectedsequencesontainingneither

Oneexciting aspecbf theapproactpresentedhereis thefactthatimportantmeasurementsmepgedout
of filters which were derived from the statisticsof images. For example,the outputof our blink detector
couldbepotentiallyusedto measureheamountof eyelid closure gventhoughthe systemwasnotdesigned
to explicitly detectthe contoursof the eyelid andmeasurehe closure(Figurell).

While the resultspresentechereare very promising, they are only basedon a few actionunits. In
addition,we did not properlyaddresghe segmentatiorproblem. Although the actionunits did not always
begin andendwith a neutral,all our testswere performedon sequencethat were sggmentedby a human
coder However, the outputsof thefilters developedhereappeato provide avery goodsignalthatcouldbe
usedin unsgmentedvideosequences.

We believe all thepiecesf thepuzzlearereadyfor thedevelopmenbf automatedystemghatrecognize
spontaneougacial actionsat the level of detail requiredby FACS. Oneimportantlessonlearnedfrom the
speechrecognitioncommunityis the needfor sharedandrealisticdatabasedf aneffort is madeto develop
and sharesuch databasesautomaticFACS recognitionsystemsthat work in real time in unconstrained
environmentswill emege from the researclcommunitywith very high certainty Developmentof these
databases animportantpriority thatwill requireajoint effort from the computerision, machindearning
andpsychologycommunities.
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9 Appendix: Additional Studies

In this sectionwe presentdditionalresearctanddevelopmentwhich wasdirectly relatedto this projectbut
wasnot partof the comparatie testsdescribedn Section4 or usedto generateheresultsin Section?.

9.1 Automatic Feature Detection

Ourfacialfeaturedetectorsare statisticalmodelsbasedon (Wiskott, Fellous,Kriiger & von der Malshurg,

1999)work. Firstwe apply Gaborfilter banksonthedesiredacelandmarkf a setof trainingfaceimages.
Therespons@f the Gaborfilters at the desiredandmarkds thenstoredin a matrix array Whendetecting
whethera pixel in a new imagecontainsa desiredfiducial point, we computethe Euclideandistancefrom

the outputof thefilter bankat that pixel to eachof the filter bank outputsin the storedmatrix array The
shortestEuclideandistanceto oneof thetraining sampleds the degreeof responsef the featuredetector
(SeeFigure15). Whenintegratedwith the poseestimationsystemthesedistancesill beaddedover the f

featurepoints. Theoverall distancerepresentthe degreeof matchbetweertheimageandthe particle. This

degreeof matchwill be usedby the particlefilter in a similar manneraswe usedthe sumof squarecerror
whentheimagesarehand-labeled.

Figurel5: Theprocesf matchingfeatures First, a featureis corvolved with a setof kernelsto make ajet
(a). Thenthatjet is comparedvith a collectionof jetstakenfrom trainingimages,andthe similarity value
for theclosestoneis taken (b).

Our pilot work on facialfeaturedetectionis describedn two papersn the Appendix(Fasel,Bartlett,&
Movellan,2001;Smith,2001). We used446 frontal view imagesfrom the FERET facedatabas€Phillips,
WechslerJuangg& Rauss;1998)to train our featuredetectorsin our pilot experimentsve usedpupilsand
philtrum asthe featuresof interest.We emplgo/ed a standardecognitionengine(nearesheighbor)andesti-
matedsensitvity of our detectorausingthe A’ statistic,a non-parametrieneasuref sensitvity commonly
usedin the psychophysicditerature. Faselet al. (2001)testeda very wide variety of architecturegor the
Gaborfilter banksandobtainedpeakperformancédor filter bankswith eightorientationsandcarriersof 32
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pixels/g/cle (about5.5 iris widths per cycle) for eyesand44 pixels/g/cle (about7.5iris widths percycle)
for philtrum. ThebestA’swere0.89and0.87respectiely. This performancés significantlybetterthanthat
obtainedusingtheoriginal approachdescribedn Wiskott etal. (1999).

A secondeaturedetectoidevelopedn ourlabemplog/edaneuralnetwork architecturdasecnaSparse
Network of Winnows (SNoW) (Smith, 2001) The choiceof algorithmwas motivatedby the exceptional
succes®f a SnoWbasedacedetector(Yang,Roth,& Ahuja, 1999). SNoW featuredetectorobtainedA’'s
of .98for boththe pupil andphiltrum. A descriptiorof this featuredetectoiis alsoincludedin the Appendix
(Smith,2001).

9.2 Integration: Fully automated3D poseestimation using particle filters.

The particle filtering approachto poseestimationrequiresa measureof the degree of matchbetweena

particle(i.e., a hypothesisaboutthe 3D poseof the face)andtheimage. The currentversionof our pose
estimatoremplo/s hand-labeledeaturepositionsfor this degreeof match.In thenext versionof thesystem,
this degreeof matchwill beobtainedrom automatideaturedetectorsasfollows: Firstusingtheposemodel

hypothesizedby eachparticle,we warptheimageinto afrontal view. Thenwe applyfeaturedetectorgo the

warpedimagesin the positionsspecifiedby the particle. For example,if the particlesaysthatthereshould
be an eye on pixel 17 we apply an eye detectoron that pixel. The sumof the degreeof responsef the

differentfeaturedetectords thentaken asan overall measureof goodnes®f fit. The approachis similar

to the oneusedby (Wiskott et al., 1999)only thatwe generalizet to handleout-of-image-planeotations.
A strengthof this approaclis thatinformationaboutfacialgeometryandthe dynamicsof headmovements
constrainghe estimate®f facialfeaturepositions.

9.3 Automatic 3D PoseTracking via optic flow

Matthev Brandhasrecentlydevelopeda realtime systemfor trackingflexible objectsin 3D asthey move
and flex beforea video camera(Brand, 2001). A memberof our team,is making an extendedvisit to
Matthen Brands laboratoryat MERL with the goalof adaptinghis generaburposeapproacho the specific
problemof realtime 3D facetracking. The approachworks asfollows: A 3D modelconsistingof a base
shapeandsereralmorphbaseds usedto trackthe faceat a numberof points(seeFigure7). Morph bases
describeshapechangeghat occur during speech. Point locationsare projectedonto successie pairs of
video frames,andthe surroundingocal patchesof imagepixels are analyzedfor flow information. This
informationincludesan estimateof the 2D displacemenfor eachpoint alongwith measurementsf the
uncertaintyrelatedto the imagetexture associatedvith eachestimate. Thesecomprisea Gaussiamdf
describingthe motion of eachpoint from oneframeto the next. The maximumlik elihoodtranslationof the
modelis estimatedandremovedfrom theflow. Theremainingflow alongwith its uncertaintymeasurements
is usedto computea maximumlikelihood estimateof the motion to be explainedby rotationand morph
weights. This motion estimateis then factoredusing an "orthonormaldecomposition’into estimatesof
rotationandmorphweights.Model parameterarerefinedby repeatinghe operationusingthetranslation,
rotation, and morph estimatego samplefrom patchescloserto the final destinationof eachpointin the
secondrame. A particlefiltering approachs alsounderdevelopment.

9.4 Gabor Filters and Support Vector Machines

The supportvector machinesemployed in section7 were further analyzedfor the contritution of Gabor
filters, usinglinear andnonlinearkernels. The four 2-category classificatiortasksweretrained(Blink vs.
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non-blink,Brow Raisevs. Non-brav motion,Brow Lower vs. Non-brav motion,andBrow Raisevs. Brow
Lower). SVM’s weretrainedandtestedon the peakframes,frameswhich the humancoderidentifiedas
the peakof the actionunit. The resultsaregivenin Table5. The main effect of the Gaborfiltering step
wasto make the spacemorelinearly separableLinear SVM's appliedto Gaborrepresentationgerformed
significantlybetterthanlinear SVM’s appliedto differenceimageson threeof the four classificatiortasks.
Performancevasthesameonthefourth. Thesuccessf multiscaleGaborrepresentationgsapreprocessing
stepmaybeunderstoodn the contet of kernelmethodghathave beendiscussedhn relationto SVM's. See
(Littlewort-Ford et al., 2001)for furtherdiscussion.

SVM
Diff Images Gabor
Linear Nonlinear| Linear Nonlinear

Blink vs. Non-blink 78.3 95.9 94.8 95.9
Brow Raisevs. Non-brow 65.6 88.5 91.7 91.7
Brow Lower vs. Non-brow | 64.3 67.9 75.0 82.1
Brow Raisevs. Lower 90.3 90.3 90.3 90.3

Table5: Summaryof SVM resultstaking eitherdifferenceimagesor Gaborrepresentationasinput. Linear
and nonlinearkernelswere tested. Accurag is for classifying peakframes. All performancesare for
generalizatiorio novel subjects.

9.5 Duchennevs. non-Duchennesmiles

Weinvestigatedheproblemof computerrecognitionof "Duchenne’vs. non-Duchennemilesusingsupport
vectormachinegLittlewort-Ford et al., 2001). This paperis includedin the Appendix. Duchennesmiles
includethecontractiorof theorbicularisoculi, thesphinctemuscledhatcircletheeyes.In theFacial Action
Coding System contractionof this muscleis codedasAU 6. Genuine happy smilescanbe differentiated
from posed.or socialsmileshy the contractionof this muscle(Ekman,Friesen& O’Sullivan,1988). This
is a difficult visual discriminationtask. Previously publishedperformanceof computervision systemson
thistaskis in thelow 80forcedchoice(e.g.(Cohnetal., 1999)).

We investigatedhe performanceof SVM’s taking on Gaborrepresentationasinput on this task. Ga-
bor wavelet representationbave beenfound to be highly effective for both identity recognition(Lades,
Vorbriiggen,Buhmann,Lange,Konen,von der Malshurg, & Wiirtz, 1993) andfacial expressionanalysis
(Donatoetal., 1999; Zhang,Lyons,Schuster& Akamatsu,1998;Cottrell et al., 2000; Faselet al., 2001).
Aside from the similarity of Gaborsto the transferfunctionsof visual cortical cells, the reasorfor the suc-
cesf thisrepresentatiois unclear Onehypothesiss thatthebankof Gaborfilters projectstheimagesnto
a high dimensionakpacewherethe classesrelinearly separablén a manneranalogougo SVM kernels.
If thatis the casethenalinearclassifiershouldperformaswell asa nonlinearclassifiey eachtaking Gabor
representationasinput.

The SVMs discriminatedDuchenndrom non-Duchennamileswith 87% accurag, which wassignifi-
cantly betterthanpreviously publishedsystems.The Gaborkernelsmadethetaskmorelinearly separable,
aslinearkernelsappliedto the Gaborsperformedsignificantlybetterthanlinearkernelsapplieddirectly to
the differenceimages. The taskwasnot entirely linearly separablén the Gaborspace however, aslinear

26



kernelsperformed5-10 percentag@ointslower thanpolynomialor Gaussiarkernelsappliedto the Gabor
outputs.SVM'’s on unfiltereddifferenceimagestypically performedonly 1-3 percentaggointslower than
SVM’son Gaborshut requiredmorecomplex kernelsanda moreextensie searcHor theright kernel. The
Gaborfilters alsoappearedo minimizetheneedfor takingdifferencemages.SVM’'sapplieddirectly to the
graylevel images,without subtractingthe neutralexpressionwere nearchance whereasafter passinghe
imageshroughGaboffilters, SVM’s performedalmostaswell for thegraylerel imagesasfor thedifference
images. Performanceon the individual graylesel imageswastypically only 1-2 percentaggointslower
thanperformancen the differenceimages.

9.6 Handling co-articulation effects

Co-articulationeffectsis a termborraved from the speectrecognitionliterature(Rabiner& Juang,1993),
andrefersto the obseration that phonemeganhave very differentwaveformswhenproducedn contet
with otherphonemes.A relatedproblemexistsin facial expressionrecognition. Facial actionscan have
a very differentappearancavhen producedn combinationwith otheractions. A standardsolutionto the
co-articulationproblemin speeclhis to extendthe unitsof analysigto includecontext. For example,instead
of developing phonememodelsone may develop triphone modelswhich include previous and posterior
contet. In our casewe coulddevelopmodelsfor combinationof 2 and3 FACSunits. While thenumberof
possiblecombinationgyrows exponentially in speectonly asmallpercentagef suchcombinationsappears
in practice. The problemwith this approachis that the amountof dataavailable to teachcombination
modelsdecreasedramaticallywith the numberof combinationsandthusthe modelsbecomdessreliable.
This is known in the statisticsliteratureas the biashariancedilemma(Geman,Bienenstock& Doursat,
1992).Simplemodelsthatdo nottake into accountontet tendto be morerohust, while context-dependent
modelstendto be moreprecise.

An approachusedn thespeechrecognitioncommunityto addresshis problemis to combinecontext in-
dependentodelsandcontext dependentodels.We will illustratetheapproachwith anexample.Suppose
we have 10 examplesof Action unit 1 in isolation(AU1), 10 examplesof AU2 in isolation,and10 examples
of AU1+AU2 (a combinationof AU1 and AU2). First we createtwo “context independent’models,one
trainedwith the 20 examplesof AU1 (aloneandin AU1+AU2) andanotheronetrainedwith the 20 exam-
plesof AU2. Secondwe create3 “context dependentimodels,eachof whichusel0 examples.Thecontet
independentnodelswill in generabemorerobustbut lessprecisewhile the context dependentiMMs will
be more precisebut lessrohbust. Finally the two setsof modelsare combinedby interpolation: If ; and

arehe parameter®f the contet independenand contet dependentnodelsfor AU1, the interpolated
modelwould have parameters (1 — )(1 — ). Thevalueof is setusingavalidationsetto maximize
generalizatiorperformance.

This techniquehasbeensuccessfullyappliedto several problemsin speechrecognitionusingHMM'’ s
(Rabiner& Juang,1993). Interpolationmodelswerefound to be effective whenthereis insuficient data
to reliably train modelsfor all possiblecombinationsof phonemes.A similar situationoccursin facial
expressionwherethereis insuficient datato train all possiblecombinationf the46 facialactionsdefined
in FACS.

A paperin the Appendixof this report(Smith, Bartlett, & Movellan,2001)presentsa neuralnetwork
analogof theinterpolatiormodelsdiscussedh thespeechiecognitioncommunity This network wasapplied
to the problemof recognizingfacial action combinationsin the upperface. The network demonstrated
robust recognitionfor the six upperfacial actions,whetherthey occurredindividually or in combination.
Meanrecognitionaccurayg over the six actionunitswas98%. This figureis thedetectioraccurag for each

27



facial actionregardlessof whetherit occurredindividually or in combination. A secondway to evaluate
performances to measurehe joint accurag for all six actionunits. Hereall six outputsmustbe correct
in orderfor the network outputto be scoredascorrect. The joint accurag was93%. Similar resultswere
obtainedby Jef Cohn’s group using a differentform of input representatior{Tian et al., 2001). These
resultsshav that neuralnetworks may provide a reasonabl@pproacto handlingcoarticulationeffectsin

automatiaecognitionof facialactions.

9.7 Incorporating facial dynamicswith HMM’ s.

We appliedhiddenMarkov modelsto the task of recognizing6 upperand 6 lower facial actionsin the
Ekman-Hagerdatabase.HMM performancewas comparediaking PCA, ICA, and PCA-reducedGabor
representationasinput. This studyis describedn (Bartlettetal., 2000),whichis includedin the Appendix.

Hidden Markov modelsweretrainedon 80 sequencesf 12 directedfacial actionsperformedby 20
subjects. The input to the HMM consistedof the principal component(PCA), independentomponent
(ICA), or Gaborrepresentationf eachframe.Onemodelwastrainedfor eachfacialaction. Testsequences
wereclassifiedby calculatingthe probability of thetestsequencgiven eachmodelandassigninghe class
labelfor which this conditionalprobability wasgreatest.The GaborrepresentatiogontainedL600outputs
for eachimage. Becauseestimatingthe parametersor hiddenMarkov modelsbecomesntractablewith
large numbersof obserations,the Gaborrepresentatiomvasreducedo 75 dimensionsusing PCA before
trainingthe HMM. The PCA andICA representationgereidenticalto thosein our previously published
work, with 75ICA dimensionsand30 PCA dimensions.

Thenumberof statesn theHMM wasvariedfrom 1-5,andbestperformanceavasobtainedwith a 3-state
model. Classificationperformancewith the HMM wascomparedo the classifierusedfor our previously
publishedresults:nearesheighbor TheHMM improved classificatiorperformancevith ICA from 95.5%
to 96.3%,andgave similar percenimprovementgo the PCA andPCA-reducedsaborrepresentationgver
their nearesneighborperformancesThusa recognitionenginethatis sensitve to the dynamicsof facial
expressionsmproved classificationperformanceover a staticclassifierfor all threerepresentationdn ad-
dition, thedynamicrecognitionenginedid not alterour previousfindingsaboutwhichimagerepresentation
techniqguesveremosteffective for expressioranalysis.Performancémprovedfor all threerepresentations
by emplo/ing the HMM, but the relative orderof performancesemainedthe same. The ICA and Gabor
representationsontinuedo outperformeigenticesandperformedequallywell to eachother

The dynamicsin the directedfacial action databasavere limited becausehe sequencesvere time-
warpedby handprior to digitization. Each sequencecontainedsesen framesbeginning with a neutral
expressionand endingwith a high-intensityfacial action. The intervening frameswere hand-selectetb
containtwo low, two medium,andtwo high intensitysamplesf the action. Therewaslittle differencebe-
tweenthe performancef a one-statdHMM andmulti-stateHMM'’ s, suggestinghatthe contrikution of the
dynamicsto recognitionwaslimited. This may be dueto the manualtime-warpingof theimagesequences
in this databaseThenext stepin thiswork is to apply thesemethodgo the databasesf spontaneougacial
behaior provided by this project. This databasdnasnot beentime-warped,and becausdhe behaior is
spontaneoughe facialmovementsmay be fasterandsmoothertthanthe directedfacial actionsusedin the
previous study

9.8 Handling occlusionsusing products of experts

An issuethatarisesn theimagerepresentatiostepis thatfacescontainingout-of-planeheadrotationsoften
have missingdata. Portionsof the faceareoccludedwhenthefacerotatesaway from a frontal view. Some
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imagesn the Theftdatabaseisedin this projectalsocontainocclusiondrom handsn front of theface.For
theresultspresentedn Section7, suchmissingvaluedwereleft untreatedHowever, we recentlydeveloped
an approacho the missingdataproblemin which the missingregionsare estimatedrom the statisticsof
thevisible regions. Thetechniquereconstructsnissingportionsof theimageusingproductsof expertsand
is describedn the Appendix(Marks& Movellan,2001).

Hinton (Hinton, in press)recently proposeda learningalgorithmfor a classof probabilisticmodels
calledproductof experts.Whereasn standardnixture modelsthe “beliefs” of individual expertsareaver-
aged,in productsof expertsthe “beliefs” aremultiplied togetherandthenrenormalized Oneadvantageof
this approachs thatthe combinedbeliefscanbe much sharperthanthe individual beliefsof eachexpert,
potentiallyavoiding the problemsof standardmixture modelswhenappliedto high dimensionaproblems.
It hasbeenshavn that a restrictedversionof the Boltzmannmachine,in which thereare no lateralcon-
nectionsbetweerhiddenunitsor betweerobseration units, performsproductsof experts.The paperin the
Appendixby MarksandMovellan(2001)generalizesheseresultsto diffusionnetworks,a continuous-time,
continuous-stateersionof the Boltzmannmachine Diffusion networks may be bettersuitedto continuous
datasuchasimagesor soundghanBoltzmannmachinesvhich usebinary-stateunits.

In feedbackmodelssuchasdiffusion networks, onecansolve inferenceproblemssuchaspatterncom-
pletionfor occludedmageausingthe samearchitecturendalgorithmthatareusedfor estimatinggeneratie
models.Givenanimagewith known valuesO , reconstructinghevaluesof theoccludedunitsO , involves
finding theposteriordistributionp(O |0 = ). Thefeedbaclarchitectureof diffusionnetworksprovides
a naturalway to find sucha posteriordistribution: clampthe knonvn obserableunitsto the valuesO , and
let the network settleto equilibrium. The equilibriumdistribution of the network will thenbe the posterior
distributionp(O |0 = ). Whentheunitactivationfunctionsarelinear, this productof expertarchitecture
is equivalentto a factoranalyzer The patterncompletionis relatedto that obtainedusingPCA. Mostim-
portantly diffusionnetworks canalsobedefinedwith nonlinearactivationfunctions(Movellan,Mineiro, &
Williams, in press)which leadsto nonlineargeneralization®f factoranalysis. We have begun exploring
nonlinearextensionsof thelinearcaseoutlinedin MarksandMovellan(2001).
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